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Chapter 6

Federating Tools for FAIR Patient Data:
Strengthening Maternal Health and Infectious
Disease Surveillance from Clinics to Global Systems

Samson Yohannes Amare, Getu Tadele Taye, Rudnan Plug,
Araya Abrba Medhanyie & Mirjam van Reisen

Abstract

This chapter presents the results of a study to redesign the
requirements for standardising public health-related metadata. The
CEDAR Workbench is a tool for implementing the Findable,
Accessible, Interoperable, and Reusable (FAIR) principles. Our
cross-national research group jointly addressed FAIR and
Ownership, Localization and Regulatory (ORL) compliance concerns
to ensure data producers mediated data reuse in keeping with
regulations, which differed across participating sites. The research
was conducted in diverse real-world contexts, including offline health
facilities in Tigray, Ethiopia, which required different approaches
than those employed in health facilities in other locations that could
connect to the Internet. The tooling for the FAIRification of patient
data included one-time FAIR patient data production, multi-pronged
functionality, health and wellbeing functionality, data visualisation at
health facilities and triple-store repositories, FAIR Data Points, and
bulk upload capabilities. Each health facility operated as a Single
Source of Truth, meaning that processes for implementing FAIR and
for data reuse were always under the facility’s control. The one-time
data entries were based on semantic, machine-actionable entities,
enabling multiple functionalities. This implementation study
demonstrated the feasibility of deploying federated micro-services for
federated data systems that comply with FAIR-OLR principles,
including in offline settings, offering a robust framework for public
health infrastructure, including data transformation and reuse.

Keywords: CEDAR Workbench, federated tools, FAIR data, micro-
services, federated data, FAIR
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Introduction

Digital data can be made interoperable and reusable when it is curated
according to the Findable, Accessible, Interoperable, and Reusable
(FAIR) principles. FAIR data is artificial intelligence (Al) ready and
can be used in a federated approach, where data is securely accessed
through code without moving or directly interacting with the data.
Federated data curation requires adopting tools employed where the
data is handled, without requiring data to be moved to a centralised
location (Amare et al., 2023). According to Chen et al. (2022), the
FAIR principles support curating sensitive datasets where regulatory
and ethical concerns preclude centralised storage, curation, or
analyses. The federated reuse of interoperable data through
architectures like Secure Distributed Machine Learning (SDML)
addresses security and privacy concerns, while retaining granular,
participant-level data (Plug & Amare et al., 2025).

Federated learning over interoperable, participant-level health data
collected in the context of routine care is especially important for
maternal and child health exposures and outcomes in low- and
middle-income countries (LMICs). Despite the targets set in the
Sustainable Development Goals (SDGs), many countries’ maternal
mortality ratios (MMR) stagnated between 2015 and 2020, with only
a marginal decline. Tollman et al. (2021) found that the novel
coronavirus (COVID-19) pandemic increased stillbirths and neonatal
deaths due to disruptions in services, particularly in LMICs. In
addition, evidence related to the effects of epidemics on maternal and
perinatal health is often missing due to insufficient reporting (WHO,
2025).

McClure et al. (2011) investigated the epidemiology of stillbirths
across multiple LMICs and found that many deaths were likely
preventable with appropriate medical interventions. The study also
highlighted the challenges in data collection and the need for
standardised reporting to better understand and address the causes of
stillbirths. A report on stillbirths by the Ministry of Health in Namibia
flagged the importance of ensuring consistent, interoperable data to
ensure that all maternal and newborn deaths are counted (MOHSS,
2022). The Namibia study identified discrepancies across reporting
platforms, including facility registers, District Health Information
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System (DHIS2) tools, and civil registration and vital statistics
(CRVYS) systems (MOHSS, 2022). Callard (2024) found that despite
efforts to improve maternity and neonatal care, stillbirth and eatly
neonatal death rates remain high, with persistent underreporting in
sub-Saharan Africa, further highlighting the need for reliable data.

In keeping with these findings, the United Nations Maternal Mortality
Estimation Inter-Agency Group (2023) recommended improved
reporting of maternal and child health data and improved quality of
care and equity. Heemelaar (2023) also emphasised the need for better
quality data for improved decision-making support for health
workers. Maternal infections, including bacterial pathogens like E.
coli, Klebsiella, and Group B Streptococcus, and infections like
malaria, syphilis, and HIV, are significant causes of stillbirth in
developing countries. Reporting policies and gestational age
assessment vary between countries, and even within states, leading to
inconsistencies in data collection and interpretation (Tavares Da Silva
et al., 20106), which impacts on infectious disease surveillance, efforts
to monitor maternal and child health indictors, like maternal
mortality, for the SDGs, and efforts to improve the quality of ante
and postnatal care The lack of consistent and quality measurement of
maternal and child deaths is consequential in that maternal deaths
have downstream consequences for child health and economic
achievement, among other important development indicators (Setel
et al., 2007).

Recent epidemics—including Zika virus (ZIKV), Lassa fever, Ebola,
influenza A (HIN1), Mpox, and SARS-CoV-2—have underscored
the disproportionate impact of infectious disease outbreaks on
pregnant women and their infants (WHO, 2025). Despite calls from
the World Health Organization (WHO) (WHA75.8) and other
organisations to improve the quality of evidence and research
coordination for clinical trials, particularly for underrepresented
populations such as pregnant women, they and their infants are
frequently excluded from clinical trials due to safety and liability
concerns, as was the case in the Ebola and COVID-19 outbreaks
(Taylor et al., 2021; Minchin et al., 2023). This exclusion leads to a
critical lack of data on the safety and efficacy of medicines and
vaccines for pregnant and lactating women and their children.
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Treatments and vaccines developed based on studies in the general
population may not be suitable for these groups. The absence of
robust pharmacovigilance and infectious disease surveillance systems
for maternal and child populations, especially in LMICs, where
infectious diseases contribute significantly to maternal and infant
mortality, further complicates the detection and response to
outbreaks in this population. The exclusion of pregnant women from
key vaccine trials, such as those for COVID-19, Ebola, and hepatitis
E, has fuelled vaccine hesitancy and worsened health outcomes for
mothers and children (Gianfredi et al., 2023). Clinical trials ensure the
safety, efficacy, and proper dosing of vaccines and treatments.
Including women of reproductive age, pregnant and lactating women,
and their infants in such trials is crucial for developing tailored
interventions. Given the challenges in clinical trial inclusion and
surveillance, real-world data is essential to strengthen trials,
pharmacovigilance, and disease monitoring for women and children
in LMICs.

Given (1) the recognised importance of the reuse of routinely
collected health data to address shortcomings in infectious disease
surveillance and (i) the exclusion of pregnant and lactating women
and infants and children from clinical trials and the barriers to the
reuse of routinely collected data (which generally cannot be shared
outside of the health system), new approaches are needed to enable
the reuse of these data. Chen et al. (2022) cited addressing the need
for FAIR data as foundational to leveraging participant-level data held
in federated repositories for Al and other approaches to building
reliable predictions for improved treatment and care. Van Reisen et
al. (2023) extended the FAIR principles to address the need for data
sovereignty and equitable benefit sharing through full ownership by
the data producer in localised repositories and under the regulatory
compliance (FAIR-OLR) of individual data catalogue instances.
Amare et al. (2023) found that the FAIR-OLR guidelines should
apply to software tools, data reuse workflows, and data
transformation. Amare et al. (2023) found that federated Al ready
(FAIR) infrastructure must be based on local workflows that address
the specific needs of each data producer while enabling a cross-data
producer interoperability layer. Amare (2025) documented the
development of a federated platform for data reuse, which was
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developed and refined through real-world deployment in 74 health
facilities in 8 sub-Saharan African countries.

The adaptation of software to support the federated data wrangling
and reuse-related architecture is particularly important for sensitive
patient-level health data, the protection of which is the sovereign
responsibility of the country and related to the continued trust of its
citizens in the routine health care and infectious disease surveillance
systems. That said, many digital health data services do not respect
the fundamental principle that the responsible government should
protect this sensitive personal data (Van Reisen et al., 2021). This
problem is particulatly pertinent in Africa, where Western countries
have long controlled health data capture and reuse, as reported in the
response to the HIV and Ebola epidemics (Van Reisen et al., 2022).
Data reuse is further complicated by recent advances in machine
learning (ML) and other Al-based approaches that increase the
probability of re-identification of individual patients whose data is
shared for research or surveillance purposes, potentially violating
African data protection laws, including the African Union (AU)
Convention on Cybersecurity and Personal Data Protection.

The political environment, technical challenges, and organisational
structure of the African digital health services ecosystem differ from
Europe and the US, where most FAIR workflows for the health data
space have been developed and tested (Van Reisen et al., 2022).
Assessing the utility and acceptability of existing FAIR workflows for
the African continent has not been explored (Van Stam, 2017;
Gebreslassie & Van Reisen, 2024; Taye, Medhanyie & Van Reisen,
2024; Amare, Medhanyie, & Van Reisen, 2024) and was cited as a
recommendation by the Implementation Network Go FAIR Africa
(2019).

Stanford’s Center for Expanded Data Annotation and Retrieval
(CEDAR) is an open-source, cloud-based, popular metadata template
engine that has helped advance FAIR implementation in health and
beyond. However, CEDAR’s centralised architecture poses
challenges for federated data reuse, as it requires input into a central
system, creating political, legal, and technical constraints. In this
chapter, we describe how the retooling of components of the
CEDAR Workbench into federated tools as micro-services supports
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its deployment in keeping with both FAIR and OLR principles in
resource-constrained environments in Africa.

Theoretical considerations

Technological innovation is influenced by technological,
organisational, and environmental factors (Tornatzky & Fleischer,
1990). The Technology Organisation Environment (TOE)
framework can be applied in information systems and technology
adoption to understand how diverse factors shape the development
and implementation of technical innovations. The TOE framework
is an empirically-based, theoretical framework (Oliveira & Martins,
2011) developed in the field of information systems to explain how
the adoption and use of new technologies is influenced by various
factors, including the characteristics of the technology itself, the
organisational context in which it is used, and the external
environment in which the organisation operates. The TOR
framework has been widely used in research on technology adoption
and implementation by organisations to understand the complex
interplay between technology, organisation, and environment (Baker,
2012).

Within the TOE framework, technology refers to the characteristics
of the technology itself, which can be expressed through the system
behaviours that include functionality, complexity, compatibility with
existing systems, and ease of use. Organisation is the context in which
technology is used, and it includes factors such as organisational
structure, size, culture, human resources, degree of centralisation,
formalisation, and complexity of its managerial structure. The
environment refers to the external context in which an organisation
operates and includes market conditions, regulatory requirements,
and social and cultural norms (Arpaci et al., 2012).

One of the TOE framework’s strengths is recognising the importance
of internal and external factors that influence technology-related
decisions. The framework can be adapted to qualitative and
quantitative approaches. Despite these strengths, the flexibility and
generality of the TOE framework can be seen as a limitation. The
theory may not fully capture the complexity of technology adoption
and implementation, particularly in rapidly changing environments
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where external factors can significantly impact technology decisions
(Tornatzky & Fleischer, 1990). We applied the TOE framework to
qualitatively describe local implementations of the CEDAR
Workbench modifications to meet the requirements of different
health facilities in Africa.

In understanding community strategies for the adoption of FAIR
frameworks (Mons, 2018) and tooling, like the CEDAR Workbench,
the technology and approach agnostic FAIR guiding principles can
be fulfilled by any implementation that results in machine-actionable
data (Jacobsen et al.,, 2020). The principles do not dictate specific
technological implementations for FAIR, which supports their use
but comes with the inherent risk of incompatible interoperability
approaches, which leads to a lack of interoperability. To bring
together fractured approaches to FAIR within specific communities,
the GO FAIR initiative focuses on implementing the FAIR principles
through three pillars:

Pillar 1. GO BUILD: developing technical solutions and
infrastructure to support FAIR data.

Pillar 2. GO TRAIN: the training and building competencies
in data stewardship and FAIR data management.

Pillar 3. GO CHANGE: enabling cultural change towards
openness and FAIR data practices within the research
community.

GO BUILD encourages research groups to experiment and assess
shortcomings and areas for future technical engineering in FAIR data
handling. GO TRAIN is the workflow in which a research group
organises and assists in developing a workforce to support the
organisation’s development of FAIR architectures. GO CHANGE
encompasses the steps needed to adapt architectures to each context’s
specific social circumstances and needs (Van Reisen, Stokmans,
Mawere et al., 2020; Van Reisen, Stokmans, Basajja et al., 2020).

The GO CHANGE pillar of adapting FAIR to a given context
requires interdisciplinary research inputs. Van Stam (2017) examined
the introduction of external information communication technology
(ICT) in a rural African environment in Macha, Zambia. He explored
how local engineers interpret and navigate relationships with foreign
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engineers, reference colonialism, and interact with their environment
to inform future ICT perspectives. Van Stam (2017) proposes a new
conceptual framework for understanding ICT implementations and
their significance based on the five essential African values of
Ubuntu, Oratio, Relatio, Dominatio, and Animatio.

The Value-driven Ownership of Data and Accessibility Network
(VODAN) research group is part of the African GO FAIR
Implementation Network. Together, these cross-national networks
underscore the relevance of adapting FAIR-innovation to the specific
epistemological and architectural realities in diverse African
communities (IN-Africa, 2019) in line with Van Reisen, Stokmans,
Mawere et al. (2020).

Methodology

Sanders (2008) explored various design research approaches, focusing
on the intersection of design practice and research, emphasising the
relevance of participatory design and co-creation, an approach that
we used to inform our research on ICT implementations for FAIR
health data. Co-design was identified as fundamental to addressing
the challenge of federated reuse of participant-level data, given that
this is a wicked problem that has not been researched previously (Van
Reisen et al., 2021).

With the focus on GO CHANGE to ensure uptake and relevance
through locally-led design and implementation in diverse African
contexts, the VODAN Africa team opted to include many health
facilities, representing various locations and conditions. Despite this
diversity, VODAN Africa sought to explore how different ICT
readiness and connectivity levels affect implementation decisions and
demonstrate how federated data reuse could be enabled in sub-
Saharan Africa’s diverse healthcare facilities. The challenge of
including health facilities in areas without a regular power supply or
Internet access meant that software engineering needed to address
the needs and constraints of resource-limited environments with the
highest maternal and child mortality levels. As such, the co-creation
approach, grounded in TOE theory, was used in the design and
testing phase for the ICT tooling.
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Context and location of the study

The implementation study was conducted by the VODAN research
team, with the aims to identify and resolve gaps and challenges related
to digital health data management and reuse, with a focus on locally
controlled approaches to FAIR data production and reuse. The study
was carried out in 74 of the proposed 88 health facilities in Ethiopia,
Kenya, Nigeria, Uganda, Somalia, Tanzania, Tunisia, and Zimbabwe.

The health facilities were chosen to represent Africa’s wide spectrum
of resource conditions and ICT readiness. While health facilities in
Kenya, a globally recognised leader in data readiness for Al
represented higher levels of infrastructure development and
connectivity (Nalugala & Van Reisen, 2024), other health facilities,
like those in Tigray, Ethiopia, were entirely disconnected from the
Internet during the period of research and operating during violent
conflict (Gebreslassie & Van Reisen, 2024; Taye et al., 2024; Amare
et al., 2024).

The collaborative, cross-national research team worked with
communities of practice at each health facility during the design,
implementation, and evaluation of the research. The research was
rooted in the FAIR principles for data resources. It targeted the
transformation and connectivity of participant-level data and
metadata from outpatient department (OPD), antenatal care (ANC),
and COVID-19-related patient data.

Timeline of the study
The co-creation, implementation, and testing activities between 2020
and 2024 can be broken down into the following research actions:

2020 — Proof of concept for COVID-19-related cross-continental
data visiting across two hospitals, using a FAIRified electronic Case
Report Form (eCRF) developed through the Data Stewardship
Wizard (DSW) (Van Reisen et al., 2021)

2021 — Establishing specifications and requirements followed by
engineering CEDAR Workbench-based micro-services for federated
FAIR data production (VODAN, 2021; Van Reisen et al., 2021)

2022 — Deployment of a minimum variable product (MVP) in 88
health facilities in 9 countries and testing of cross-country data
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production in OPD, ANC, and COVID-19. This was done to test
data production and interoperability through data visiting and
visualisation in health facilities. The OPD data were collected using
abstract registers. Service data of mothers visiting hospitals and clinics
for ANC follow-up were also included.

The study reported in this article focuses on the engineering and
testing of the federated architecture of the VODAN MVP through
its development in 2021 and deployment in 2022, which is further
described in Van Reisen et al. (2022) and Amare (2025). The overall
study was segmented into a study focused on the technical adoption
aspects reported in this article, a data science study focused on the
FAIRification of the data, and studies that described the social
concerns and adoption of the innovation.

Ethical and regulatory considerations

Data management systems are being widely adopted to harness the
value of healthcare data. Different modalities exist for curating and
storing data, ranging from centralised curation and storage at
healthcare facilities to storage in external databases, cloud-based
storage, or federated data reuse, where data remain at the facility, but
are reused through a privacy-by-design approach. Compared to other
digital data reuse modalities, federated data reuse ensures that data
generators retain control and ownership of the data and preserve
privacy.

The African Union Convention on Cyber Security and Personal Data
Protection (Malabo Convention), adopted in 2014 and ratified in
2023, establishes a legal framework for data protection, cybersecurity,
and electronic transactions across African countries. It mandates
safeguards for personal data processing, requiring consent, security
measures, and regulatory oversight to protect individuals’ privacy.
The compliance with regulations that applied to the health facilities
participating in this study was ensured by measuring FAIR-
equivalency with the local, national, and transnational data protection
policies in the countries where the centres were located (Van Reisen
et al., 2022). The health facilities also signed a data use agreement that
specified the terms of the data-handling, including the data to be
visualised in the within-facility data dashboard and the external
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VODAN community data dashboard. Additional agreements were
signed with each specific facility if requests were made for further
reuse of sensitive participant-level health data.

Requirements and specifications of the software
functionalities

When addressing the health facility data reuse needs, technological
solutions are only one element of the design and implementation
processes. Heath facility stakeholders routinely urged the VODAN
team to quickly implement digital data reuse pipelines, because they
wanted to reuse data for patient care and reporting as soon as
possible. The need for quick implementation limited the time that
VODAN had. Customers want to see solutions deployed quickly,
leaving a small window to adapt solutions to each facility’s context.
This led the DSW team to develop a “VODAN-In-A-Box’ approach.
While this pre-packaged approach to implementation sped up
development, it lacked flexibility in template design.

The template engine, a micro-service in the CEDAR Workbench, was
an important tool for fast-tracking the creation of metadata templates.
Aktau et al. (2025) identify the requirements and specifications that
followed the assessment of the DSW product, in keeping with Van
Reisen etal. (2022). The research group agreed upon the requirements
and specifications. They guided the development of the data science
trajectory (Aktau et al., 2025) and the software development tooling,
led by Amare, Taye, and Gebremeskel, and documented in this
chapter. The lead engineering team was influenced by their
experiences responding to the needs of health facilities to maintain
patient confidentiality. As such the team used a federated approach
to health data reuse, which was especially important for vulnerable
maternal and child populations and to facilitate rapid reuse of
participant-level data in the COVID-19 response, which were the foci
of this research (Gebreslassie & Van Reisen, 2024; Taye et al., 2024;
Amare et al., 2024). Furthermore, the federated approach facilitated
data reuse at facilities and beyond during protracted conflicts, like the
conflict experienced by facilities in Ethiopia during the fieldwork for
this study. The guiding elements of the requirements and
specifications for the engineering of the VODAN architecture
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(VODAN, 2021), reported in detail by Van Reisen (2021) and Aktau
et al. (2025), are as follows:

Flexibility: The capability to make the data curation process
fit flexibly with the local data-handling requirements,
priorities, and regulations

Standardisation of vocabularies: Ensuring that data
instances are interoperable within and across health care
facilities and between health facilities and related
communities (e.g., addressing interoperability with other data
types beyond health that are related to health)

Training of data stewards: Ensuring that local data
stewards understand the federated data reuse system they will
maintain and operate

Adaptability of supporting tools: Supporting the data-
handling processes with software that allows for site-specific
modifications and integration with other digital tools to
prevent the creation of parallel systems

No ownership of vocabulary creation, tools, or purposes:
The capability of expanding vocabulary creation, using FAIR
tools, and enhancing purposes for data integration to ensure
local adoption through meeting local priorities and
constraints

Creation of trust in data production and data handling:
The process of data creation and handling must be carried out
at a pace and with sufficient information and engagement to
build trust in the data reuse process, local ownership of the
implementation, and engagement with the VODAN Africa
community and beyond (VODAN, 2021; Van Reisen et al.,
2021; Aktau et al., 2025).

The requirements and specifications highlighted the need for the data

transformation and handling process to fit the FAIR data owned in

locale under regulatory compliance (OLR) principles (Van Reisen et

al., 2023). The specifications required supporting software to adhere
to the FAIR-OLR principles. In keeping with the GO CHANGE
approach, the VODAN data engineering team identified adaptations

of existing tools needed to fit the purpose, requirements,

specifications, and contextual elements of local deployments,
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including contextual priorities and constraints specific to the African
health data context (Van Stam, 2017; Van Reisen et al., 2019; Van
Reisen et al., 2021).

Aktau et al. (2025) determined the relevant and feasible requirements
and specifications (R1-R8) for engineering a FAIR, federated patient
health information system by the VODAN research team. In the GO
TRAIN implementation phase, VODAN Africa focused on capacity
building, training, and knowledge dissemination to ensure that the
system’s stakeholders, including data stewards and healthcare
workers, had the technical skills and operational know-how to
understand and modify the system’s implementation and outputs.
The GO TRAIN phase complements the GO BUILD phase by
addressing human and institutional factors essential for the system’s
use and continued success. VODAN established the following
requirements and specifications in cooperation with health facility
stakeholders:

R1: One-time FAIR patient data production
R2: Multi-pronged functionality

R3: Patient health and wellbeing functionality
R4: Visualisation of data at health facilities

R5: Visualisation of data (with permission) within the
VODAN community

R6: Data held in triple store repository
R7: Establishment of a FAIR Data Point
R8: Bulk upload

The identification and implementation of these requirements ensured
that the VODAN community, including health facility stakeholders,
determined the use and federation of CEDAR services, representing
a community set of standards. The requirements served as a
benchmark against which the software engineering implementation
was evaluated.
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Reference architecture and engineering teams

Aktau et al. (2025) describe the reference architecture for software
engineering. A summary is provided in Figure 1 and further described
below.

Architecture

CEDAR
rea a.

Dashboard
Bulk Upload § data Visualisat
ik datasets from

Push aggregated data from
CEDAR to HMIS.
+ DHIS2

Figure 1. Reference architecture for the data-handling process

The reference architecture (Figure 1) included the integration of the
following elements:

e  One-time data upload

e Bulk upload

e CEDAR-editorial aiding process with templates defined for
different data catalogues

e Repositing data (in a health facility)

e Visualisation of data in health facility on a dashboard

e Visualisation of cross-health facility data in the community
dashboard

e A FAIR Data Point

e Compliance with health management information systems
(HMIS) through automated workstreams

Below, we describe the services required to enable data

interoperability and reuse.

Role of the engineering teams
The engineering teams were divided into four groups:

e Data engineering
e Software engineering
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e Data stewardship training
¢ Deployment team

Data interoperability engineering work, from terminology to
metadata, is described by Aktau et al. (2025). The data engineering
team used the CEDAR Workbench for template creation. Aktau, the
data interoperability engineering lead, worked closely with the
software engineering team. Taye served on the data engineering,
training, and software engineering teams to support cross-team
communication and process harmonisation. Weekly Zoom meetings
and other community building activities were held during the research
period further to ensure the alighment of the engineering, capacity
building, and data stewardship training teams.

Findings

In this research, we investigated how CEDAR, one of the leading
open-source centralised metadata template engines, was transformed
into a FAIR data production tool in a distributed, localised manner.
We documented how tools from the central system were prepared for
deployment as autonomous micro-services that supported the
FAIRification of health data, independent from the centralised
system’s backbone. In the first section, we describe the CEDAR
Workbench. In the following sections, we describe the
transformation process, based on considerations of technology,
environment and organisation.

The CEDAR Workbench

The primary objective of the CEDAR Workbench is to enable the
creation, management, and FAIRification of metadata and data.
CEDAR streamlines the process of generating machine-actionable
and interoperable metadata, facilitating the reuse and integration of
data across various disciplines and domains. By providing user-
friendly tools and robust backend support, the CEDAR Workbench
empowers researchers, data stewards, and institutions to standardise
their data practices, making data more discoverable and usable while
enhancing its overall quality and compliance with the FAIR
principles.
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The CEDAR Workbench is designed to be accessible to users
without a background in data science by providing an intuitive
interface to simplify the creation and management of metadata
templates. The CEDAR Workbench integrates the following services:

Metadata and template creation

Users can design custom metadata templates using an intuitive
template editor. Templates support the inclusion of fields aligned
with specific domain requirements and standards.

Integration with controlled vocabularies

The CEDAR Workbench integrates with platforms like BioPortal,
allowing users to import and apply controlled vocabularies and
ontologies. The platform enables fields in metadata templates to be
enriched with standardised terms and concepts, ensuring consistency
and semantic interoperability.

FAIRification background services

CEDAR automatically ensures that metadata adheres to FAIR
principles during creation. Metadata is stored in formats like RDF,
making them machine-readable and compatible with semantic web
technologies.

Semantic, machine-actionable metadata

CEDAR produces metadata that is both human-readable and
machine-actionable, enabling efficient querying, linking, and reusing

aCross systems.

Uniform resource identifiers (URIs)

In CEDAR, metadata template fields are assigned unique URIs,
ensuring data elements persistent and unambiguous identification.

Authentication and security

Keycloak-based authentication ensures secure access to the CEDAR
Workbench. CEDAR supports role-based access control to manage
different user permissions effectively.

Microservice architecture

CEDAR is built as a micro-service architecture to enable modular and
scalable deployment. CEDAR’s micro-service architecture allows
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varied functionalities to operate as Software as a Service (SaaS),
enabling the federation of the CEDAR benchmark tooling.

APIs for integration

CEDAR provides well-documented application programming
interfaces (APIs) (Swagger2.0) for integrating the workbench with
other platforms and workflows for seamless communication between
the workbench and external tools.

Although originally cloud-based, the workbench can be adapted for
federated deployment.

“I” in technology — GO BUILD

Monolithic vs micro-setrvice architecture

A monolith refers to a system designed as a single, unified unit in
which all components, including the user interface, business logic,
and database operations, are tightly integrated. In a monolithic
application, all functionalities are contained within a single codebase
and run as a single process. Changes to one part of the system often
require rebuilding and redeploying the entire application. A monolith
setup contrasts with a micro-services architecture, which decomposes
the application into smaller, independent services that communicate
via APIs. Each micro-service can be developed, deployed, and scaled
independently. While micro-services improve scalability and
flexibility, they add complexity regarding service coordination and
data management.

One of the theoretical advantages of micro-service over monolithic
architecture is its ability to function in a non-binary manner. Certain
services can continue running while others may experience
downtime, ensuring greater resilience and modularity. This is
particularly beneficial for services that provide independent and
meaningful contributions.

In the case of CEDAR, authentication is managed through a third-
party service, Keycloak, to leverage the benefits of micro-services.
The authentication service is implemented in two ways: (i) through a
central server at Stanford or (i) via a locally deployed Keycloak
instance. Cloud-based authentication solutions such as Azure or
OAuth 2.0 are commonly used to separate authentication services,
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which ensures enhanced security through encryption and session
management. However, login difficulties during Internet outages are
a key limitation in low-resource settings, leading to increased system
downtime. Service availability is often prioritised over additional
security layers in point-of-service contexts, particularly in standalone
deployments where uninterrupted access is essential for operational
continuity.

Partially running micro-services leads to incomplete services

This study reconstructed the monolithic CEDAR system by
combining multiple micro-services, reversing the micro-services
approach into a unified deployment. During our deployment, we
observed an inconsistency in which an error message was displayed
despite successful record storage. This issue arose from a conflict
between the monolithic and micro-service CEDAR architectures.
The error message may have been triggered by a failure in retrieving
terminologies, potentially due to a timeout while accessing an external
endpoint such as BioPortal. This failure could be attributed to slow
Internet connectivity, high latency, or scheduled server maintenance.
Consequently, one of the micro-services responsible for vocabulary
retrieval may have failed, generating an error message when
attempting to create a record.

Due to the decoupled nature of the micro-services, the service
responsible for storing records could complete its process
independently, resulting in the successful storage of records within
the document database. However, this incomplete operation led to
discrepancies in reported outcomes, with statistical summaries being
generated based on stored values and displayed on both internal and
external dashboards. Simultaneously, data handlers received an error
message indicating a record entry failure, creating ambiguity regarding
the actual status of the operation.

Engineering around the CEDAR Embeddable Editor

The CEDAR Embeddable Editor (CEE) allowed for the creation of
metadata templates. It functioned well as a micro-service, performing
the required task. Figure 1 shows the VODAN team’s initial attempts
to use the CEE as the centrepiece of FAIR data production by
creating a lightweight application for this service. Having made

160



smaller modifications to branding and minor customisations, the
team ran into the problem of the service communicating with a lot of
the endpoints of the other micro-services, such as the terminology
server. This meant that the system needed to deploy other services,
such as the terminology service. The key challenges in adopting this
approach were: (i) the CEE code had field types that were not
finished; (i) CEE to OntoPortal linkage requirted CEDAR
infrastructure, i.e., the CEDAR Terminology Server; and (iii) CEE
JavaScript code had no internal documentation for modification.

The team evaluated the advantages and limitations of the CEE as a
centrepiece approach. The identified benefits included its status as a
fully customised and independently managed system and its
lightweight nature compared to the entire CEDAR system. However,
limitations included the significant time required to develop CEE into
a fully functional application, the redundancy of recreating existing
solutions within a constrained time frame, and its dependency on
other micro-services. Additionally, the system contained unfinished
features, further impacting its overall readiness for deployment.

Implementation of a regional terminology service

BioPortal, the terminology server used by CEDAR, is based on the
OntoPortal tool. We explored the development of an Africa-based
terminology service tailored to the community’s needs. In the process
of deploying a localised terminology system, we adapted, customised,
and deployed the localised OntoPortal tool, VodanaPortal. While the
concept was well-founded, balancing designing a new service and
expediting its practical implementation was a significant challenge.

The OntoPortal Appliance Virtual Machine Image can be partitioned
into multiple file segments and hosted on servers geographically
closer to the African continent to facilitate faster and more efficient
downloads. The local deployment of OntoPortal, the system upon
which BioPortal is built, can be manually installed from scratch step-
by-step on a Linux-based system.

‘E’ in environment, the localised CEDAR — GO CHANGE

Given the number of micro-services required to execute the intended
functionalities, the team opted to deploy the entire CEDAR system
as a standalone service. The extensive compute resources required for
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installing CEDAR represented a major system deployment challenge.
As the system was designed for a server-based environment, its
installation and management necessitate specialised technical
expertise. To facilitate its localised deployment in resource-
constrained contexts, the following approaches were implemented:

Deployment in a VirtualBox

The technical team created an Ubuntu-based VirtualBox that
contained all the required micro-services. This involved constructing
a monolithic system that integrated various micro-services. The
system had to communicate with external terminology servers, which
was a challenge when there was no or limited Internet connectivity.
The image was also huge, making it difficult to share among the nine
participating African countries, some of which had very low
connectivity, making it impossible to download the image. How the
image was designed also limited the amount of space in which the
system was deployed due to the size of the image, leading to a
resource constraint on RAM (random-access memory) and hard drive
space. Even when the machine had the required resources, the system
ran into issues, including the inability to use the PC’s full potential.

Client server deployment

A client-server architecture was proposed to leverage the available
resources and ease the installation process in bigger hospitals. In this
case, the CEDAR system was installed on the hospital’s server, acting
as local cloud-based services. This is similar to how CEDAR generally
functions as a central monolith, except that this setup was based on a
localised deployment of CEDAR services within the local area
network.

Integration in the Ubuntu operating system

CEDAR micro-setvices were added to Ubuntu’s native ISO, which
facilitated seamless CEDAR installation. As all the dependencies and
configurations were done beforehand, data stewards with a basic
understanding of operating system installation could set up CEDAR.
All the required libraries were preinstalled, facilitating shipping and
deployment in non-connected health facilities. This ensured a
uniform installation across health facilities, regardless of connectivity.
This approach resembles dockerisation, and the workflow was
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chosen as good Internet connectivity was unavailable for most health
facilities.

The localised CEDAR installations involved several key
considerations. As CEDAR utilises Redis for caching, deploying a
fourth instance of Redis was necessary to prevent conflicts between
CEDAR and OntoPortal. Both CEDAR and the OntoPortal API
utilise Nginx, necessitating configuration adjustments to ensure
compatibility when operating concurrently. Keycloak runs on port
8080, which conflicts with the Ontologies API. The port allocation
must be modified to resolve this issue, requiring corresponding
adjustments to the API endpoint. Furthermore, the cedars
command, responsible for initiating scripts that start and monitor the
status of each micro-service, must be updated to accommodate
changes in Keycloak, Redis, and other service ports. As CEDAR
requires a minimum version of My Structured Query Language
(MySQL), the deployment image must be pre-populated with all
necessary ontologies before distribution to end users. This approach
mitigates reliance on Internet connectivity for data retrieval,
production processes, and template creation. Additionally, preloading
ontologies reduces the memory footprint required for ontology
parsing, enhancing system efficiency.

Disk space requirements can be minimised by:

e DPurging repository files (assuming that no one will be
downloading ontology files or re-processing ontologies

e DPurging deployment/management scripts and source code

e Using a single bundle/gem repo instead of three repos for Ul,
API, and ncbo_cron, which contain duplicated gems

If health facilities require ontology updates, the established protocol
involves distributing parsed data by sending a compressed Gzip file
of /SRV/OntoPortal, which includes 4store data, Solr indexes and,
if necessary, updated API code. Updating the Solr installation
(excluding data) or upgrading the Ruby version required by newer
architecture versions must be managed through alternative methods
or distributed using a similar approach.

Not all CEDAR micro-services are needed to achieve the
FAIRification objectives; certain services can be disabled to optimise
system performance. For instance, APl authentication may be
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disabled if API access is limited to CEDAR. Similarly, API caching
can be turned offif the request rate for the /ontologies endpoint from
CEDAR is low. As CEDAR primarily relies on BioPortal search,
implementing caching may not be necessary if the ontology set is
relatively small.

Removing the resource index and the cube from the API can reduce
RAM and disk usage. As this requires developer effort, the decision
should be based on a cost-benefit analysis. Establishing a local Git
repository containing all National Center for Biomedical Ontology
(NCBO) and CEDAR repositories would facilitate customisation and
support continuous delivery. This approach allows all scripts to be
executed from the local repository, even offline, while ensuring
repository synchronisation with the CEDAR master when a stable
Internet connection is available.

Using CEDAR for FAIR Data Points

The VODAN research team decided that in the initial setup it was
unnecessary to have independent FAIR Data Points for each health
facility. The specifications of each health facility, defined under the
VodanaPortal, were sufficient for operating the federated data stores.
However, important challenges remained unsolved in health facilities
that lacked a server setup and where an independent port system
could only be developed in a subsequent engineering session in 2024.
These challenges were related to resource issues regarding the lack of
available resources for easy solutions and the lack of engineering
capacity within health facilities. These were not technology problems
but would need attention in future architectural development stages.

Adding new services

We also needed ways of extending CEDAR’s services by adding new
services such as bulk upload. Bulk upload was needed to address the
FAIRification of existing data (retrospective FAIR), which many
health facilities needed, and which supplemented the FAIR-by-design
activities. Extending and using the CEDAR system offline by creating
and reusing templates was another challenge we addressed in this
research. To adapt CEDAR to low-resource (connectivity, hardware,
low-skill workers) African settings, we tried different options,
including running CEDAR on a virtual machine, integrating and
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bundling, shipping CEDAR along the Ubuntu operating system, and
developing a new application suited to low-resource settings.
Through this iterative work, we identified best practices for localised
instances of the CEDAR system that adhere to FAIR-OLR. We used
the TOE framework to describe the adoption process for local
African health facilities qualitatively.

‘O’ in otganisation — GO TRAIN

While implementing CEDAR into an FAIR Supporting Resource
(FSR) represents a significant engineering achievement for facilitating
FAIR data creation, we also needed to ensure its practical value for
healthcare facilities. Generating FAIR data without addressing its
utility for data producers (i.e., health facilities) offers little advantage
over digitised paper-based records. The adoption and maintenance of
the federated FAIR data generation and reuse architecture must be
based on a clear value proposition that enhances routine healthcare
workflows, decision-making processes for improved maternal and
child health at the patient and facility levels, and reporting.

Interoperability with other systems: Building the ecosystem
The VODAN operating environment design constraints included:

e Data stored in the residence

e Production of machine-readable, quality patient data

e Data stewards able to adapt templates to data production in
each clinic

e Bulk entry of digitally available patient data

e MVP that is manageable for the VODAN Africa developers
to work with, troubleshoot, and adapt for future purposes

FAIR data management is a new concept that requires skilled data
stewards. Without local capacity, the VODAN approach, like other
FAIR data production and reuse systems, cannot be implemented or
sustained. Through the support of the Netherlands Organisation for
Internationalisation in Education (NUFFIC), the VODAN team
established a blended learning programme named the Digital
Innovation Skills Hub (DISH). The programme provides training to
youth for three months, including computer science courses covering
levels I-IV. Computer Science levels III and IV included the
provision of essential skills for FAIR data curation. The Computer
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Science level IV course was specifically designed as a FAIR data
stewardship programme.

Discussion

In this research, we investigated the co-creation of a federation of
CEDAR tools for establishing federated data networks, or federated
Al-ready (FAIR) health data in keeping with the FAIR-OLR
principles. During the research period, VODAN successfully
developed and tested localised and ‘out of the box’ instances of a
FAIR-OLR federated system for health data reuse in resource-limited
contexts based on CEDAR Workbench micro-services. The testing
of different components demonstrated that the federation of the
centralised workbench, which was not designed for a federated
approach, posed important challenges, which the VODAN team
addressed through engineering new services and service extensions.

The CEDAR Workbench generates FAIR data in formats such as
JavaScript Object Notation for Linked Data (JSON-LD) and RDF,
using a templating function supported by FAIRification background
services. This enables the creation of data and metadata that are both
human-readable and machine-actionable. The CEDAR micro-service
architecture allows varied functionalities, and the user-friendly
template editor facilitates metadata creation by individuals without a
data science background. The platform also supports integration with
controlled vocabularies hosted on platforms like BioPortal and
assigns URIs to template fields to facilitate FAIR implementation,
whether retro or prospective. Keycloak-based authentication services
and a robust, well-documented API further ensure CEDAR’s secure
management of sensitive data and connection to related services.
Some CEDAR features needed to be adapted to resource-limited
contexts, and additional tooling was required to respond to local
health facility requirements and specifications, such as the bulk
upload tooling to support the retrospective implementation of FAIR.

Despite the myriad upgrades that VODAN made to CEDAR, the
federation of CEDAR services was not always seamless. The central
system generated a false failure message that could not be avoided by
engineering external to the CEDAR central system. These error
messages impeded the use of CEDAR tools and created confusion
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for users. Hence, further improvements to the CEDAR Workbench
are needed to fully support federated architectures.

The federation of sensitive patient data is becoming increasingly
important, as data is too big to move, continuous updates are needed,
and privacy concerns prevent the movement of, or direct access to,
sensitive, patient-level health data. Federated data reuse is especially
important for data collected and managed during routine care, which
needs to ensure regulatory compliance and in situations where
patients generally have not consented to sharing their data for
research or surveillance purposes. Through ensuring data sovereignty,
interoperability, and reuse in a privacy-by-design approach mediated
by the institutions where data is produced, federated data reuse
provides a compelling approach for improved insights to assist
decision-making by clinicians and health workers and through
responsible, ethical Al

Data reuse at point of care facilitates needs improvements that benefit
maternal and child health services. Beyond improving patient care,
federated reuse of routinely collected health data can improve the
design and conduct of clinical trials and the granularity, regularity, and
quality of pharmacovigilance-related reporting and infectious disease
surveillance. Our work confirmed that there were no technical
barriers to federated data reuse from different types of health facilities
in both low and high-resourced settings in Africa, including conflict-
affected health facilities and facilities with limited Internet
connectivity. While implementations must be co-created with health
facility stakeholders to ensure optimisation for their specific resource
constraints and setting, these advances provide a compelling option
for addressing the complex challenges of data reuse that benefits
patients and the local health facility while ensuring data privacy,
complying with local and national data protection legislation, and
preventing extractive data reuse that benefits end users without
providing information or benefits to data producers. This approach
is essential for maternal and child populations, which are often
excluded from clinical trials and for whom data is often siloed,
preventing their reuse to understand how pregnancy exposures affect
short and long-term outcomes for infants and children.
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We also tested the assumption that triple stores support FAIR-OLR
requirements. We found that using a triple store is the best way
forward for FAIR-OLR-based system design, due to its native
support for semantic interoperability and machine-actionable data, as
well as its alignment with FAIR principles. While relational databases
can be adapted for FAIR compliance, this would necessitate
additional layers of tooling and related processes. As such, the triple
store is ideal for federated data reuse, which involves linked data and
requires compliance with regulatory frameworks for personal data
protection.

FAIR-OLR principles support interoperable architectures for the
secure use of patient data. The problem of siloed data and the lack of
data integration and interoperability can be resolved through
FAlIRification tools, while the OLR elements ensure data sovereignty
and compliance, building trust in and support for data reuse to
improve maternal and child health within the facility and beyond.
Facility data clerks were particularly interested in the internal data
dashboards, which they saw as a fundamental improvement in the
granularity of data and the speed at which they could reuse it for the
improved care of women and children.

We found that practitioners need to distinguish between the concepts
of ‘federated” and ‘distributed’ data systems, compared in Table 1, as
these concepts are not synonymous. Both terms describe
architectures for data management and reuse across multiple
locations, but they differ in key aspects like control, autonomy, and
how the data systems operate. A distributed data set-up is a network
of interconnected systems in which data is spread across multiple
nodes or locations. The distribution can be for performance,
scalability, fault tolerance, or data redundancy. A single authority or
system typically governs distributed systems. The system often
appears as a single database to users, even though data is physically
distributed. Nodes or locations in the system are tightly coupled;
failure in one node can impact the entire system. Blockchain systems,
where data is replicated across nodes, but highly synchronised, are an
example of a distributed system.

A federated data system connects independent, autonomous systems
collaborating to provide data or services. Each system retains its
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control and decision-making ability, while contributing to the
federation. Each participating system manages its data and resources.
Systems in the federation can have different formats, technologies, or
policies. Failures in one node do not necessarily disrupt the
federation. A federated system is based on data sovereignty: each
node ensures compliance with local regulations and maintains
ownership of its data.

Following the federation and extension of CEDAR tooling, we found
that the federated health data systems tested in the VODAN MVP
adhere to FAIR-OLR principles for federated data reuse
architectures. The MVP functions as a set of independent repositories
in which data is owned and handled under the responsibility of the
data producer, in keeping with each health facility’s different
regulatory compliance requirements.

Table 1. Differences between distributed and federated systems

Aspect Distributed systems Federated systems
Control Centralised control, even if Decentralised control with
data is distributed independent participants
Autonomy Nodes are interdependent Nodes are autonomous and
and centrally managed self-governing
Standardis- Usually standardised across | May vary across
ation the system participants; interoperability
is key
Coupling Tightly coupled: Failures Loosely coupled; failures are
may propagate across nodes | isolated
Data Single entity controls all data | Each entity controls its data
sovereignty
Examples Distributed databases, Federated learning and
blockchains decentralised health
networks

The engineering and testing of a federated CEDAR software setup
demonstrated that, in practice, some systems may incorporate
features of both distributed and federated models, leading to hybrid
architectures. For instance, a central engineering team in VODAN
supported software deployment and adaptation, adapting the
implementation to the needs of different healthcare facilities. Also,
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data production engineering, through a centralised team that analysed
the selection of controlled vocabulary, demonstrated that federated
and distributed systems can have hybrid features.

While distributed systems focus on spreading data across multiple
locations under a unified framework, federated systems prioritise
autonomy and collaboration among independent entities. These
differences are crucial when designing systems for specific use cases,
such as centralised versus decentralised data governance or data-reuse
policies. We found that federated, distributed, and hybrid
architectures enhance scalability, data visiting and sharing, and
reliability.

In the VODAN architecture, each health facility is a data handler with
full rights and responsibilities, including ensuring data quality and
accuracy. The health facility is the Single Source of Truth for the data,
and data producers can immediately detect and respond to data
discrepancies through the connection to the internal data dashboard
and related quality indicators. We found that the federated
architecture established and tested by VODAN, in which the health
data is captured as semantic machine-actionable entities serving
multiple functionalities, was successfully co-created, deployed, and
maintained with health facilities.

The 2024 EU Al Act emphasises the responsibility of the data
handler. Article 10 of the Al Act outlines data curation and
governance requirements, emphasising that high-risk Al systems
must be developed using training, validation, and testing datasets that
meet specific quality criteria. These criteria include relevance,
representativeness, and the absence of errors and biases to ensure the
system’s performance is accurate and robust and does not lead to
discriminatory outcomes. This is essential for reusing patient data for
clinical studies, epidemiological surveillance, and pharmacovigilance.
The Act also requires that when processing special categories of
personal data to detect and correct biases, strict conditions must be
met to protect individuals’ rights and freedoms. Further research on
the federated reuse of routinely collected maternal and child health
data must address cybersecurity, privacy preservation, and machine-
actionable access conditions to maximise the potential for data reuse
within federated architectures (Plug, et al., 2025).
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The Al Act complements existing data protection laws and
regulations. While it introduces specific obligations related to Al
systems, it does not amend the General Data Protection Regulation
(GDPR). Organisations developing or deploying Al systems within
the European Union or in collaboration with entities in the European
Union must ensure compliance with both the AI Actand the GDPR’s
data protection regulations, particularly regarding data-handling
practices.

As big data becomes more important, threats to personal privacy also
grow, leading to the need for new tools and techniques that mitigate
privacy risks. Federated architectures provide a mechanism for secure
data reuse without moving data from behind institutional firewalls,
addressing ownership and privacy concerns. These approaches are
responsive to countries’ emerging data protection regulations, which,
in turn, facilitate data reuse.

The idea of combining the FAIR principles with a data-centric
approach where data is handled at the source of their creation as a
Single Source of Truth (SSOT) appeared in the literature in 2018
(Agren, et al., 2018). The federated reuse of FAIR data operationalises
SSOT, eliminates redundancy, and ensures data accuracy across data
systems. Our research shows that SSOT can be realised following
FAIR-OLR guidelines.

Hunt and Tomas (1999) discussed the relevance of pragmatic
programming by not duplicating knowledge throughout the systems
and not splitting any one piece of knowledge across multiple system
components, in what they referred to as the Evils of Duplication and
Orthogonality, which are closely related. Hunt and Thomas (1999)
also warn against programming entropy, the measure of disorder in a
system that is not maintained with an overarching idea of direction.
We found that the GO BUILD strategy of GO FAIR delivered
robust, pragmatic technical solutions and infrastructure to support
FAIR data in the African context. The GO BUILD focus provided a
way for data generators to understand FAIRification, what it entails,
why it is valid, and how it can be done, which is central to ensuring
implementation and uptake of FAIRification processes. The GO
BUILD workflow’s embedded training element ensured its adoption
at the local level. FAIR implementations require training and
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supporting local data stewardship, FAIR data management capacities,
and an understanding of GO FAIR workflows to enable the co-
construction of FAIR federated architectures for health data reuse.

We also found that adaptation in GO CHANGE goes beyond
cultural differences to incorporate any local adaptation at the
technical, political, social, or cultural level (Van Stam, 2017,
Gebreslassie & Van Reisen, 2024; Taye et al., 2024; Amare et al.,
2024). The GO CHANGE pillar was essential for developing FAIR
data workflows at diverse African health facilities. VODAN adapted
the software tooling to local realities and constraints, in keeping with
predefined requirements and specifications for supporting FAIR-
ORL. The requirements and specifications for community standards,
part of the GO BUILD workflow, also require inputs from GO
TRAINING activities. The GO BUILD, GO TRAIN, and GO
CHANGE workflows aligned well with the TOE approach for
innovation adoption. The three elements—technological aspects
(building of technological solutions), organisational aspects
(involvement of health facility staff in increasing their understanding
through information, education, and training), and environment
(adapting the innovation to the local context) —were critical factors
for adoption.

Conclusion

This chapter explores how retooling the CEDAR Workbench into
federated micro-services can support deployment in resource-
constrained African settings. Taking an interdisciplinary approach,
the research examines the technical, organisational, and contextual
factors necessary for developing tools that address challenges in
maternal health and infectious disease data monitoring and reporting
efforts. Effective FAIR data integration is central to mitigating
underreporting, inconsistency, and missing data issues. Our real-
world assessment of existing tools for FAIRification, like the
CEDAR Wortkbench, confirms that no fundamental technical
barriers prevent the implementation of FAIR-based data
infrastructures in African healthcare facilities, even those without
regular Internet access.
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This study presents a strategy for adapting and retooling the CEDAR
Workbench for federated deployment in resource-constrained
environments in Africa. It focuses on redesigning its architecture,
data modelling, template standardisation, and alignment with public
health objectives, emphasising the importance of FAIR-OLR
principles in ensuring data sovereignty and regulatory compliance.

The GO CHANGE workflow, which adapts technological
innovation to context, is particularly pertinent to the engineering
tasks documented in this article. The study tested the change of the
existing centralised FAIR instances CEDAR Workbench to serve the
purposes of a federated FAIR data handling workflow in low-
resource areas in Africa. The study found that the GO CHANGE
workflow is particulatly pertinent as the study location outside the
mainstream implementation locations (Europe and the United States)
required the engineering to take account of circumstances of a
different digital environment purposefully, varied from existing
systems in Europe or the United States .

The requirements and specifications for the architecture included:
one-time FAIR patient data production (R1), multi-pronged
functionality (R2), patient health and wellbeing functionality (R3),
visualisation of data at health facilities (R4), visualisation of data
within the VODAN community with permission (R5), use of a triple-
store repository (R0), establishment of a FAIR Data Point (R7), and
bulk upload capabilities (R8). The architecture was tested in diverse
contexts, including health facilities in Tigray (Ethiopia) that were
disconnected from the Internet, demonstrating the feasibility of
deploying federated patient data triple stores compliant with FAIR-
OLR principles. This confirms that software tools must adhere to
FAIR-OLR compliance to ensure effective implementation.

In the tested infrastructure, each health facility acts as the data
handler, retaining all rights and responsibilities as the producer of
patient data, including the responsibility for ensuring data quality and
accuracy. Each facility serves as the Single Source of Truth, where
data is entered only once as semantic, machine-actionable entities,
forming the foundational resource for multiple functionalities. This
architecture has been successfully tested and validated in practice.
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The integration of FAIR principles with a Single Source of Truth
framework enhances data accuracy, eliminates redundancy, and
enables value creation across systems. This study demonstrates how
a FAIR-OLR approach strengthens data management and public
health infrastructure. Ensuring the inclusion of women of
reproductive age, pregnant and lactating women, and their infants in
research and surveillance is vital. Given persistent challenges in
clinical trial participation, leveraging real-world data is essential to
improve pharmacovigilance, disease monitoring, and tailored medical
interventions for this vulnerable group, while strengthening support
for better prevention and treatment of women visiting health
facilities.
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