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Chapter 14 

Implementation of De Novo FAIRification in 
Relational Legacy Systems:  

The Case of the Electronic Medical Record System  

for Maternal Health in Afya.ke 

Zhengyu Lin 

Abstract 

This study presents an automated framework for De Novo 

FAIRification of relational healthcare data, enhancing 

interoperability, accessibility, and reusability in alignment with FAIR 

principles. A case study at Mutuini Hospital in Nairobi, Kenya, 

upgraded the Afya.ke EMR system using Ontop CLI, Ontopic 

Studio, and AllegroGraph to automate RDF conversion and data 

upload. A real-time incremental processing mechanism was 

implemented to optimise performance and minimise redundancy. 

The approach was validated with the F-UJI tool, confirming FAIR 

compliance. Stakeholders endorsed its efficiency and practicality. As 

the upgrades operated at the back end, the framework could be 

deployed without disrupting clinical workflows. This research 

demonstrates the feasibility and scalability of De Novo FAIRification 

for legacy systems in LMICs, supporting improved maternal 

healthcare, epidemic surveillance, pharmacovigilance, and clinical 

research. 

Keywords: FAIRification, De Novo FAIRification, EMR, Afya.ke, Kenya, 

health information systems 
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Introduction 

FAIRification can be applied to both new information systems and 

legacy systems. For new information systems, FAIR (Findable 

Accessible Interoperable and Reusable) principles can be integrated 

right from the system design phase (Kersloot et al., 2021). During the 

system construction process, data architecture, metadata 

management, and data workflows can be designed to comply with 

FAIR requirements. As a result, once the system is completed, users 

can directly interact with a system that is already aligned with the 

FAIR principles (Lin, 2025). For legacy systems, it is essential to 

recognise that the system already exists and that its previous design 

did not consider FAIR principles. It is necessary to make 

modifications based on the existing foundation. In addition to the 

technical adjustments, the user learning curve and acceptance must 

be considered during the transformation process. If the changes are 

too complex or disruptive, they may lead to user resistance and 

difficulties in adaptation, which could hinder the smooth transition 

and usage of the system (Dash, 2023). FAIRification of legacy 

systems requires not only technical upgrades but also careful attention 

to user needs and acceptance to ensure a successful implementation 

(Dash, 2023). 

Although De Novo FAIRification techniques have been explored to 

some extent in newly developed systems, there is no research on how 

to apply this technique to historical systems. This lack of research 

ignores the unique needs of historical systems in data management 

and sharing. This means that there is an urgent need to research how 

to implement De Novo FAIRification for legacy systems so that these 

systems can follow the FAIR principles and thus improve the 

findability, accessibility, interoperability, and reusability of their data. 

Traditional Information Retrieval Systems (IRS) primarily rely on 

keyword-based search, which depends on keyword matching to 

retrieve information, neglecting the semantic layer of the data. These 

systems are designed to meet the needs of human readers, rather than 

enabling machines to understand and process the information. As a 

result, traditional systems can only display stored data without 

comprehending the actual meaning of that data, limiting the accuracy 
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and intelligence of information retrieval (Padmavathi & 

Krishnamurthy, 2014).  

As the volume and complexity of information continue to grow, 

legacy systems must adopt semantic web technologies (Padmavathi & 

Krishnamurthy, 2014). This research aims to address this challenge 

by proposing a solution that integrates semantic web technologies, 

including ontologies and Resource Description Framework (RDF), to 

transform data into semantically rich, machine-readable formats. 

RDF presents data as semantic triples, representing the data as 

subject-predicate-object statements. 

With a 72 percent popularity share, relational database management-

systems (RDBMS) were the most widely used DBMS type (Taylor, 

2024). Therefore, this study aims to fill existing research gaps by 

investigating how De Novo FAIRification can be applied to relational 

legacy systems, providing an innovative framework that enables real-

time transformation without interrupting ongoing workflows. 

So the question is: How can De Novo FAIRification be effectively 

implemented in relational legacy systems to enable real-time 

transformation of data into RDF format without disrupting ongoing 

workflows? The research focuses on modernising legacy information 

systems by analysing their data architecture and database models. It 

aims to develop a real-time RDF transformation framework by 

integrating existing relational-to-RDF conversion tools with legacy 

systems. The study explores the use of ontologies to improve 

semantic understanding and embedding ontology tools into the RDF 

transformation process. It evaluates triple store databases based on 

key selection criteria and performance metrics to determine the best 

options for RDF data storage. Finally, a proof-of-concept 

demonstration assesses the feasibility of the framework, ensuring its 

compliance with FAIR principles. 

Research methodology 

Research design 

A proper research design can guarantee that the evidence gathered is 

useful to solve the research challenge. With an inappropriate research 

design, the research problem may not be sufficiently addressed 
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(Research Guides: Organizing Academic Research Papers: Types of 

Research Designs, n.d.). A case study is an in-depth study rather than 

a broad statistical survey. It can put a very broad subject into a 

researchable example. It is useful when the related knowledge of the 

topic is not too much or broad in scope (Research Guides: 

Organizing Academic Research Papers: Types of Research Designs, 

n.d.). 

Kenya Mutuini Hospital is one of the participating health facilities in 

the Value-driven Ownership of Data and Accessibility Network 

(VODAN) research group, and uses the Afya.ke platform as their 

health system for Electronic Medical Records. This research aims to 

conduct a case study in the Mutuini hospital, located in Kenya’s 

Nairobi metropolitan area. Mutuini hospital is currently a level 4 

hospital. A Level 4 hospital in Kenya is a county referral hospital that 

provides both outpatient and inpatient services. It offers specialised 

care such as general surgery, paediatrics, internal medicine, and 

maternity services, along with laboratory and diagnostic facilities. 

These hospitals are staffed by medical officers, clinical officers, 

nurses, and laboratory technologists, with some specialists available. 

They serve as referral centres for Level 2 (dispensaries) and Level 3 

(health centres) while forwarding complex cases to Level 5 and Level 

6 hospitals. Managed by county governments, they are the main 

healthcare facilities for sub-counties or large towns. Mutuini hospital 

is using Afya.ke as the Electronic Medical Record (EMR) System. The 

research investigates in the context of the Mutuini hospital, how 

Afya.ke can be FAIRified.  

Research approach 

The study follows a case study approach allowing the researcher to 

gain comprehensive insights in the potential for enriching Afya.ke 

with De Novo FAIRification. The research approach is grounded in 

the principles of qualitative research, specifically seeing to how De 

Novo FAIRification can be applied to relational legacy systems.  

The approach is exploratory, as the research seeks to investigate a 

relatively new area of study: the application of De Novo 

FAIRification to legacy systems. Given the lack of substantial prior 

research on this specific intersection, the study explores the concepts, 
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methods, and tools that could be leveraged to bring legacy systems in 

line with the FAIR principles. This exploration is crucial for 

developing technical frameworks.  

In addition to its exploratory nature, the research adopts a design-

oriented approach, focussing on addressing real-world challenges 

through the development of practical solutions in a co-design set up 

(Sanders, 2008). This study aims to propose a tangible solution in the 

form of an automated framework for real-time RDF transformation. 

The design process involves synthesising theoretical knowledge with 

practical applications, ensuring that the proposed framework is 

feasible and aligns with real-world needs. This approach integrates 

design thinking to create a solution that is both innovative and 

actionable. 

The research approach also incorporates elements of action research, 

as the development of the framework is iterative. It involves regular 

feedback loops with stakeholders through interviews and discussions. 

The insights gained from each feedback session will be used to refine 

and improve the framework. 

To support this approach, qualitative data collection methods are 

used, including semi-structured interviews, document analysis, and 

system observations. These methods provide rich, detailed insights 

into the current state of legacy systems and the available tools.  

Methods of data collection and analysis 

The primary method of data collection used is the interview, 

complemented by a literature review. The interviews are designed to 

capture the perceptions, knowledge, and experiences of two key 

groups of stakeholders: (1) Afya.ke personnel with limited 

understanding of FAIR guidelines and (2) the VODAN technical lead 

researcher. 

Before conducting interviews, an initial introduction to the FAIR 

principles was necessary for the participants, especially for the first 

group, who had limited exposure to the FAIR-related concepts.  

Additionally, a comprehensive literature review has been conducted 

to gather information about existing tools, methods, and frameworks 

for converting relational data into RDF, integrating ontologies, and 
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selecting triple store databases. This review also aids in understanding 

the theoretical foundation behind the FAIR principles and their 

application to legacy systems. 

Relevance 

This research addresses a significant gap in the literature by applying 

De Novo FAIRification to relational legacy systems. Legacy systems 

often face challenges in data interoperability and accessibility, storing 

data in non-machine-readable formats and lacking a semantic layer 

for data comprehension. By incorporating De Novo FAIRification, 

this study enables the real-time transformation of data into machine-

readable RDF formats and introduces a semantic layer via ontologies, 

enhancing both data accessibility and interoperability. 

Traditional FAIRification methods are often manual and time-

consuming, leading to delays in achieving FAIR compliance. This 

research proposes an automated framework for real-time data 

transformation, ensuring seamless conversion of relational data into 

RDF without disrupting ongoing operations. This automated process 

addresses the inefficiencies of post-hoc FAIRification and facilitates 

the rapid adoption of FAIR principles within legacy systems. 

Overall, the proposed framework will improve data management 

practices by enhancing the findability, accessibility, interoperability, 

and reusability of data within legacy systems. It provides a scalable 

and sustainable solution for transitioning legacy systems to FAIR-

compliant infrastructures, enabling organisations to adapt to the 

evolving data landscape efficiently.  

Ethical, regulatory, and data management considerations 

Given that Mutuini Hospital is based in Kenya and is a public 

hospital, the Kenya Personal data Protection regulation applies to this 

study. Given that the study is executed in a public hospital, the 

regulatory framework of the Ministry of Health and Nairobi 

Metropolitan County government applies. 
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Theoretical framework 

FAIR principles stand for Findability, Accessibility, Interoperability, 

and Reuse of digital assets. The guiding principles emphasise 

machine-actionability. This is because humans rely more and more on 

computing assistance to handle large volume data (FAIR Principles, 

2022). 

 Findable: 

Findable means that both humans and computers can find metadata 

and data easily. In this process, machine-readable metadata is the core 

part (FAIR Principles, 2022). 

Data that offer details about other data, are known as metadata. These 

data assist in understanding the significance of the data in the datasets 

when combined with documentation. Since metadata offers a precise 

definition of the data that may be used to interpret them, they also 

facilitate interoperability, or the capacity to interchange and interpret 

data.  

Global unique and persistent identifiers can ensure the unambiguity 

of the meaning of data or metadata (FAIR Principles, 2022). Rich 

metadata enhances the possibility of computers to approach and 

accomplish tasks, even without the data’s identifier. This means that 

metadata should be extensive. It requires researchers to be generous 

and give metadata as much as possible (FAIR Principles, 2022). 

Also, usually the dataset and the metadata are offered in separate files. 

The connection of these files should be clarified explicitly. In the 

metadata file, the annotation should be made clear by using the 

unique and persistent identifier of the dataset (FAIR Principles, 

2022). 

Additionally, the (meta)data should be discoverable, which means 

they need to be registered or indexed in a searchable resource. 

Otherwise, other people cannot access them (FAIR Principles, 2022). 

 Accessible: 

When people find the requested data, they should be able to access 

that data (FAIR Principles, 2022). People retrieve data via the 

internet. Therefore, a standardised communication protocol is 
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necessary (FAIR Principles, 2022). Data can be either public or 

private, but the key lies in specifying accessibility conditions in a 

machine-readable format. This enables machines to automatically 

enforce the requirements or alert users to specific access rules. For 

instance, when selecting a data repository, access permissions can be 

managed through user accounts, ensuring both data security and 

privacy while adhering to the ‘Accessibility’ principle of FAIR (FAIR 

Principles, 2022). 

Even though the dataset tends to disappear over time, metadata 

should be persistent. Also, compared to the dataset, it is easier to store 

metadata which ensures the feasibility of the persistent metadata 

(FAIR Principles, 2022). 

 Interoperable: 

Data should be operable by both humans and machines, avoiding the 

need for specialised tools or ad hoc translations. To ensure 

interoperability, the chosen language must have a formal specification 

with clearly defined syntax and grammar, be openly accessible for 

others to learn, and be versatile enough to apply across multiple 

scenarios (FAIR Principles, 2022). When we describe data or 

metadata, the vocabulary we use should also adhere to FAIR 

principles (FAIR Principles, 2022). 

 Reusable: 

To achieve the utmost objective of data reusability, precise and 

relevant attributes need to be attached to metadata and the usage 

license should be defined in an explicit way (FAIR Principles, 2022). 

The (meta)data should also adhere to the community standards of 

specific domains (FAIR Principles, 2022). 

Related literature 

Data visiting indicates the ability that people could use data without 

it leaving its local storage, which enhances compliance with laws. 

SPARQL 

SPARQL Protocol and RDF Query Language (SPARQL) is the query 

language for RDF. Federated SPARQL queries can access various 

data stores (endpoints) and are not limited to operating within a single 
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database. Federated queries make it possible for multiple triple stores 

to exchange and interlink with each other to answer a complex 

question based on the knowledge present in discrete databases (Taye 

et al., 2024). When using SPARQL, it allows the insertion of SERVICE 

statements aiming to execute the query on another database (Taye et 

al., 2024; Amare et al., 2025). After that, a SELECT statement will be 

involved to finish the query on the local database (Taye et al., 2024; 

Amare et al., 2025). This makes it possible to integrate data from 

multiple sources seamlessly. By simplifying the combination of results 

from different datasets, SPARQL enhances interoperability and 

reduces development costs, making data retrieval more efficient. 

Therefore, it makes distributed source queries possible. By making it 

simpler to combine results from many data sources, the strength of 

SPARQL can reduce development costs (Amare et al., 2025). 

Federated analytics 

Federated analytics give the ability to extract insights from data stored 

in discrete databases without the need for an aggregation in one 

location (Taye et al., 2024; Samson et al., 2025). With this technology, 

various FAIR Data Points can exchange information with each other 

under defined access conditions. The federated analysis uses specially 

designed algorithms to produce results that are either the same or 

similar to those from centralised analysis (Rootes-Murdy et al., 2022). 

However, the quality of the federated analytics for predictive models 

is still an emerging area of research, due to the heterogeneity of data 

in federated formats (Beutel et al., 2020). Federated analysis facilitates 

individual-level analysis without necessitating sample exchange or the 

completion of individual datasets, which simplifies regulatory 

framework compliance to customise to each data source (Patel et al., 

2019). 

Federated learning 

Federated learning is the process of learning from data without the 

data ever leaving its home. This new technique allows for the training 

of models from numerous customers while maintaining the privacy 

and distribution of data. The data owner maintains ownership over 

the data while granting access to federated learning. The data owner 
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defines access privileges, which ensures security and privacy (Taye et 

al., 2024). 

The Personal Health Train (PHT) 

Through the Internet of FAIR Data and Services (IFDS), the 

personal health train allows you to send queries to many FDPs and 

receive the responses without loading the datasets onto the computer 

(Ippel & van Soest, 2019; Van Reisen et al., 2021). This capability is 

facilitated by federated SPARQL queries, which allow querying across 

distributed RDF data stores. It enables the PHT to access and 

integrate health data from various institutions.  

The internal mechanism determines that it is an infrastructure that 

prioritises privacy (Railway Governance, n.d.). 

 The station, representing the data owner, defines access 
policies that ensure only approved data is shared with 
researchers (Beyan, 2019).  

 The track is the software and hardware that enables trains to 
enter stations and pose inquiries. The Track is used to share 
just statistical, anonymous, and optionally encrypted data 
(Railway Governance, n.d.). 

 A persistent identification (PID) defines a train, which also 
has metadata created both before and during execution and 
links to digital resources (such as executed code and generated 
results) (Beyan, 2019). 

Additionally, federated analytics facilitates the joint analysis of data 

across multiple distributed sources, allowing PHT to perform 

comprehensive analytics without compromising privacy. Federated 

learning allows for the decentralised training of models on data from 

various sources without transferring sensitive information, enabling 

PHT to collaboratively train models across institutions while 

maintaining data privacy.  

Background of the study 

VODAN Africa 

In African local hospitals and clinics, VODAN Africa is leading the 

way in the generation of FAIR health data (List of Participating 

Health Facilities, n.d.). The primary objectives of VODAN Africa are 
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to enhance health data analysis within national regulatory frameworks 

and fortify national capabilities in health data analytics and point-of-

care health data utilisation. Data does not leave the health facility. The 

data in the residence follow the FAIR principle, which means that 

data is Findable, Accessible, Interoperable, and Reusable (VODAN 

Africa, n.d.) 

 

Figure 1. Current VODAN FAIRification process  

Source: Van Reisen (2024) 

The current FAIRification process of VODAN is shown in Figure 1. 

VODAN currently uses a CEDAR template to collect the desired 

medical data. It has no relationship with a legacy system, and the data 

entry template serves as a first data entry point. When VODAN staff 

collects patient data, the data automatically populates the CEDAR 

template and then converts the data into RDF format through 

CEDAR. If the data cannot be filled into the CEDAR template due 

to network reasons during the process of collecting patient 

information, VODAN staff will upload the data to CEDAR through 

the bulk upload tool later. 

KHIS2 

District Health Information Software 2 (DHIS2) is a free and open-

source health management data platform. The collection, validation, 

analysis, management, and visualisation of statistical data are all 

combined into DHIS2 (DHIS2, n.d.). DHIS2 was initially intended 

to be a general-purpose management information system that only 

involves summary or aggregate data. Prescriptions were clearly 
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outside the purview of DHIS2, as it was never meant to be utilised as 

a system to support medical services in the facility such as managing 

daily patient care at the point of delivery. (Johnson, 2021).  

Kenya’s National eHealth Strategy 2011-2017, which is based on the 

Kenya Vision 2030, gave the District Health Information System 

Software, now changed in Kenya Health Information System 2 

(KHIS2) a high priority to deliver health services to Kenyan citizens 

efficiently and effectively (Wandia et al., 2022). Governments and 

organisations can gather, compile, analyse, and visualise health data 

with the help of KHIS2 (Wandia et al., 2022). The Kenyan districts 

and the public health facilities are connected to the national KHIS2 

server. The Kenyan national health system’s data analytic skills are 

enhanced by DHIS2 (DHIS2, n.d.). 

Out of the seventy-three low- and middle-income nations in sub-

Saharan Africa, Kenya was the first to deploy the District Health 

Information System Software (DHIS2, now KHIS2) for the 

administration of healthcare information in 2010 (Wandia et al., 

2022). 

Afya.ke 

Afya.ke is the Electronic Medical Record (EMR) recommended by 

the Kenyan government for health facilities in Kenya to use. 

However, it is not mandatory. Currently, some facilities in Kenya still 

use their own customised EMR systems instead of Afya.ke. Afya.ke 

does not provide interoperable insights. To achieve nationwide data, 

Afya.ke and other EMR systems used by health facilities transmit data 

to KHIS2. The national IT landscape is shown in Figure 2. 
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Figure 2. Kenya’s health IT landscape 

A digitised form of paper charts used in clinics, hospitals, and 

clinician offices is called an EMR. It is used by healthcare 

professionals for diagnosis and treatment (What Are the Differences 

between .., n.d.). Data stored in EMRs can be entered and managed 

by medical staff inside one health facility (Bhyat et al., 2017). Based 

on this definition, it is clear to see that EMRs could record patient-

specific information, such as medical history. The application 

coverage is mainly a single healthcare organisation (e.g., a hospital or 

clinic). Therefore, the data stored in Afya.ke is not easily shared across 

different healthcare providers.  

EMRs bring many advantages to both patients and health facilities. 

For patients, the advantage is that they are generating fewer errors 

and offer insights to health workers that are relevant for patient care 

(Dugar & Lowe, 2024). For health facilities, EMR also prevents repeat 

testing, improves patient care, lowers errors, and conserves physical 

space (Dugar & Lowe, 2024). EMR systems have the potential to 

improve medical practice, improving healthcare delivery and 

streamlining decision-making processes (Williams & Boren, 2008).  
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Results 

Current status of legacy information systems 

Afya.ke system is based on layered architecture knowledge, shown in 

Figure 3. Afya.ke has a central cloud relational database and 8 

application modules. 

 

Figure 3. The system architecture of Afya.ke  

The setup of Afya.ke consists of several component: 

1. End-to-end digital health platform (DHP) 

This is the core part of the entire medical system architecture, 

responsible for processing and supporting the operations and 

information flows of medical institutions at all levels. Afya.ke DHP 

covers all levels of the entire medical system, from the most basic 

community health services (level 1) to the highest level of specialised 

hospitals (level 6), ensuring that medical services at different levels 

can be managed and integrated through the platform. Afya.ke DHP 

manages the collaborative process between medical institutions, 

ensuring that patient information and data flow seamlessly between 

different institutions. In addition, it is also responsible for the storage 

and management of data, and maintaining comprehensive digital 

health records. Through the Afya.ke DHP platform, medical services 

at different levels can be seamlessly connected and fully integrated, 

ensuring that patients receive consistent and continuous medical 

services throughout the entire medical system. 

2. Inter-operability layer 

This layer is essential for enabling communication between various 

health platforms and systems. It guarantees that the DHP can 

communicate with several databases and external systems, like Kenya 
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Medical Supplies Authority (KEMSA), National Hospital Insurance 

Fund (NHIF), EMR/Health Information System (HIS), and others. 

Integration with external systems is done through the Application 

Programming Interface (API).  

3. Utilisation of data 

This layer offers resources for sharing, analysing, and visualising 
health data. By offering insights obtained from the data gathered 
throughout the health system, it facilitates reporting, performance 
tracking, and decision-making. 

4. Infrastructure layer:  

The backbone of the DHP, it guarantees that the system’s operations 
are managed by sufficient hardware, software, and network 
infrastructure. 

5. Security layer:  

Upholds platform-wide security, privacy, and data protection policies. 
This guarantees that patient information is protected against breaches 
and illegal access. 

RDF transformation framework 

There are two recommendation methods from The World Wide Web 

Consortium (W3C), one is Direct Mapping and the other is RDB to 

RDF Mapping Language (R2RML) (Debruyne, 2020), that are 

relevant to approach integration of semantic data into the Afua.ke 

infrastructure.  

In the direct mapping method, it will transform the record into an 

RDF node, transform the field (column) name into an RDF property 

type, and transform the record field (table cell) into a value. 

Compared with R2RML, direct mapping immediately reflects the 

structure of the database without requiring user input (Debruyne, 

2020; Permatasari & Jayadianti, 2022).  

R2RML is a W3C standard for defining mappings from relational 

databases (RDB) to RDF (Resource Description Framework) data. It 

enables the transformation of structured relational data into a 

semantic web-friendly format that can be queried using SPARQL. 

R2RML allows adjustment between the relational schema and the 

desired target ontology (Permatasari & Jayadianti, 2022). Therefore, 
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R2RML is the one that suits this research the best. Through the 

R2RML Mapping Engine, an R2RML file is created that adds pre-

existing ontologies and/or vocabularies (RDFS or Web Ontology 

Language (OWL) to a relational database (Debruyne, 2020). 

Table 1. Comparison of direct mapping and R2RML 

Feature Direct mapping R2RML (RDB to RDF 

mapping language) 

Definition Automatically converts 

relational database schema to 

RDF using default rules. 

Allows users to define 

custom mappings from 

relational databases to RDF. 

Flexibility Limited customisation; 

follows a fixed structure. 

Highly flexible; users can 

specify how tables, columns, 

and relationships are 

mapped. 

Complex 

Queries 

Suitable for simple mappings 

where no transformation is 

needed. 

Supports complex 

transformations using SQL 

queries and advanced RDF 

structures. 

Ontology 

Alignment 

Generates RDF schema 

automatically, but lacks 

semantic alignment with 

external ontologies. 

Can align relational data with 

existing ontologies for better 

interoperability. 

Use Case Best for quick, automated 

conversions of relational data 

to RDF. 

Ideal for cases requiring fine-

grained control over RDF 

representation. 

Applying R2RML to the Afya.ke architecture provides the following 

proposition for an architecture (figure 4). 
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Figure 4. Technical solution 

In this figure Ontop provides the conversion of the data instances 

linking these to semantic vocabularies, which can then be stored as 

RDF in the Triple store and automatically imported in KHIS. 

R2RML Mapping Engine has 2 two strategies: materialisation and 

virtualisation.  

 Virtualisation: This does not convert the data into RDF. 
Instead, it uses the native query language of the target data 
source to translate SPARQL requests into direct queries of 
the source data (Arenas Guerrero et al., 2021).  

 Materialisation: It really converts the data into RDF format, 
generating triples. This process involves Extract, Transform, 
Load (ETL), where source data is converted into RDF and 
stored as a complete knowledge graph (Arenas Guerrero et 
al., 2021). 

Materialisation suits the aims of this research to create a data-layer 
that can be queried for different functional processes. 

Several engines can achieve the materialisation. Figure 5 shows that 

Ontop performs better than the other three engines including Morph-

RDB, DB2Triples, and R2RML-F (Arenas Guerrero et al., 2021). 

Ontop is supported by Ontopic s.r.l. and the Free University of 

Bozen-Bolzano (Introduction, 2024).  
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Figure 5. Comparison of R2RML engine  

Source: Arenas Guerrero et al. (2021) 

The relationship between the RDF graph and the data models of the 

relational data sources is specified by mappings (“Guide”, 2024). To 

achieve this, users can map elements from a relational database to an 

ontology vocabulary in Ontopic Studio. Compared to set mapping 

rules through code, Ontopic Studio offers a powerful environment in 

which users can map data sources to classes and properties from the 

ontology way visually and graphically (Ontopic Studio, n.d.). The core 

engine of Ontopic Studio is Ontop (Ontopic Studio, n.d.). 

To ensure the connection between the source database and Ontop or 

Ontopic Studio, users could set a set of parameters, such as the 

jdbc.url (Database and Ontop Setup, 2024). Ontop supports several 

data sources such as PostgreSQL, My Structured Query Language 

(MySQL) (Guide, 2024). 

Materialisation can be achieved through two primary methods. The 

first approach is manual, where users can initiate the process in 

Ontopic Studio through a graphical interface. The second method 

utilises the Command Line Interface (CLI) by executing the ontop-

materialise command (Command Line Interface, 2024; How to 

Materialize Data into a Graph Database, 2024). The CLI facilitates 

task execution by allowing users to input commands directly, enabling 

the development of complex automated workflows through scripting. 

Furthermore, when integrated with scheduling tools, CLI-based 

automation significantly reduces the need for manual intervention 

(What Is a Command Line Interface (CLI), 2024). Additionally, 

modifications to the backend of Afya.ke are required to ensure proper 

tracking of incremental data updates. 

With regards to the triple store, Ontop allows users to output RDF 

files into other triple stores (Cogrel & Jegeni, 2023). Ontop offers the 
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SPARQL endpoint which allows the triple store to access the RDF 

data via Hypertext Transfer Protocol (HTTP) request (Interact with 

an Ontop SPARQL Endpoint, 2024). In this way, the RDF data could 

be uploaded to triple store automatically even in an incremental way 

(Arenas Guerrero et al., 2021). Other methods such as the REST API 

via HTTP POST requests can also be used (AllegroGraph 8.3.1 

HTTP Reference, 2024). 

Integration of ontologies 

BioPortal is the most comprehensive repository for biomedical 

ontologies. It has 1506 ontologies, 15661484 classes, and over 18000 

users (BioPortal, n.d.). Users can introduce ontology via the Ontop-

Protégé plugin (Tutorial, 2024) or import the ontology in Ontopic 

Studio. 

When users would like to create a new ontology, a Simple Knowledge 

Organization Scheme (SKOS) and Protégé could be used. 

A prevalent data model for integrating and exchanging knowledge 

organisation systems is called SKOS. It is based on RDF which 

guarantees its machine-readability (Taye et al., 2024). SKOS provides 

a rule about how to describe the data in an RDF format. For instance, 

users need to set SKOS—Concept to define an abstract entity, or set 

SKOS—Semantic relationships, such as skos:broader, to define the 

relationship among concepts. The SKOS files then could be 

published on ontology repositories (Taye et al., 2024).  

The most recent OWL 2 Web Ontology Language and RDF 

specifications are fully supported by Protégé, which are used by over 

366000 users (Protégé, n.d.). Protégé not only allows users to import 

the existing ontology but also allows users to create ontologies.  

Triple store selection 

A triple store is a specialised database designed to store and retrieve 

data in RDF graphs. It enables efficient querying and reasoning over 

semantic data using SPARQL and supports ontology-based data 

integration. In this section, a comparison of currently available triple 

stores is presented, followed by criteria for selection and an 

assessment of which triple store suits best for the task. 



448 

Commonly used triple store 

The goal of DB-Engines is to collect and present database 

management system (DBMS) statistics. On the DB-Engines Ranking, 

these DBMS are arranged according to their current level of 

popularity (DB-Engines, n.d.). These consist of factors like the 

frequency with which the system is mentioned on websites and in 

employment offers. The DB-Engines Ranking does not account for 

the quantity of installations or system usage within IT systems 

(Method of Calculating the Scores of the DB-Engines Ranking, n.d.). 

Every month, the list is updated (DB-Engines, n.d.). 

Globally, G2 is the largest and most dependable software 

marketplace. Using genuine peer ratings, G2 helps over 100 million 

users annually, including employees of all Fortune 500 companies, 

make better software choices (G2, n.d.). RDF databases are rated by 

G2 based on a combination of customer satisfaction and market 

presence. A few of the evaluation criteria are review volume, review 

quality and anticipated search volume (Research Scoring 

Methodologies, 2024). 

Therefore, DB-Engines and G2 are used to identify common triple 

stores. Based on the ranking data from October 2024, the triple stores 

that ranked in the top ten in both rankings were selected and 

subjected to a cross-comparison. Table 2 shows their rankings. 

 

 

 

Table 2. Commonly used triple stores 

Name 

Rank in DB-

Engines (“DB-

Engines 

Ranking of 

RDF Stores”, 

2024) 

Rank in 

G2 (Joshi, 

n.d.) 

Notes 

MarkLogic 1 1 / 

GraphDB 4 5 / 
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Stardog 6 4 / 

AllegroGraph 7 6 / 

Blazegraph 9 8  

In 2018, Amazon purchased Blazegraph, and the open-source project 

was abandoned (Blazegraph, 2023; Blazegraph, 2024). The latest 

version is released in 2020 (Bebee, 2020). The Project Management 

and Issue Tracking Tool (JIRA) issue tracker, a support way, is not 

available now (503 Service Temporarily Unavailable, n.d.). Also, there 

is no official website of this product. Therefore, this product was 

removed from the comparison. 

Criteria 

Although there are certain triple store benchmarks for selection, such 

the Berlin SPARQL Benchmark (BSBM) and the Lehigh University 

Benchmark (LUBM), they are not applicable for this paper. 

Benchmarks may not always correspond to what a user needs and 

they can be misleading (Benchmarking Needs for Enterprise.., 2022). 

There are limitations to the current benchmarks, such as the 

ineffectiveness of reasoned evaluation (Singh et al., 2020). The test 

results released by W3C do not include all the databases mentioned 

above (LargeTriple Stores, 2021). 

Additionally, the methods DB-Engines and G2 used are more about 

business direction. Therefore, the literature was researched to 

propose a list of criteria as shown in Table 3. 

 

 

Table 3. Triple store criteria 

No Categorisation Criteria 

1 
Data storage 

Storage capacity 

2 Integration  

3 

Data processing 

Support for SPARQL 

4 Data loading time 

5 Data storage and retrieval time 

6 Reasoning 
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No Categorisation Criteria 

7 

Performance 

Query optimization 

8 Support for common programming languages 

9 Support for BI 

10 Robustness 

11 Distributed triple 

stores 

Data partitioning 

12 Scalability 

13 

Ease of use 

Costs 

14 Project documentation 

15 Robust support 

The below part explains each criterion. 

● Data storage: 

 Storage capacity: RDF data management systems’ 
storage capacity is the maximum number of RDF 
triples that they are capable of handling and storing 
(Alaoui & Bahaj, 2020).  

 Integration: A triple store should include the ability to 
merge and add new RDF graphs (Alaoui & Bahaj, 
2020).  

● Data processing: 

 Support for SPARQL: Triple stores need to provide 
SPARQL querying to efficiently extract the needed 
data. Large volumes of data should also be accessible 
through SPARQL queries (Alaoui & Bahaj, 2020; 
Stegmaier et al., 2009). 

 Data loading time: Consider the time required for the 
triple storage system to load data, which directly 
affects the efficiency of importing datasets (Alaoui & 
Bahaj, 2020). 

 Data storage and retrieval time: Evaluate how 
efficiently data is stored and how long it takes to 
retrieve data from storage. In general, relational 
database-based triple stores are less efficient than 
native triple stores (Alaoui & Bahaj, 2020). 
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 Reasoning: There are algorithms in the system for 
automatic reasoning that can deduce the information 
that is hidden (Alaoui & Bahaj, 2020; Stegmaier et al., 
2009). 

● Performance: 

 Query optimisation: As part of triple stores, the query 
optimiser looks for the most effective way to carry out 
a specific query. It eliminates unnecessary calculations 
and streamlines the query (Alaoui & Bahaj, 2020). 

 Support for common programming languages: The 
database needs to provide API interfaces that support 
modern programming languages, such as Java, C++, 
C#, Python, etc., so that developers can interact with 
the database through these interfaces (Alaoui & 
Bahaj, 2020). 

 Support for BI: Several business intelligence (BI) 
solutions are available to give customers the analytical 
capabilities they need to analyse their data and 
develop insightful conclusions (Alaoui & Bahaj, 
2020). 

 Robustness: This criterion indicates the resilience of 
triple stores. It refers to whether they could recover 
accidentally lost, erased, or corrupted data during 
RDF data processing (Alaoui & Bahaj, 2020). 

● Distributed triple stores: 

 Data partitioning: Partitioning refers to dividing data 
into multiple parts to distribute across different nodes 
in a system, enabling efficient storage and processing. 
Partitioning strategies should be effective enough to 
provide both efficient data transfers between the 
nodes and an acceptable query processing 
performance (Alaoui & Bahaj, 2020). 

 Scalability: A distributed triple store should be 
scalable either horizontally, with the potential to add 
more nodes to the system, or vertically, with the 
potential to increase data resources to the nodes. This 
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is an important feature for managing big data sets 
(Alaoui & Bahaj, 2020). 

● Ease of use: 

 Costs: The fee of triple stores should also be 
considered and whether it can be used in business 
context (Alaoui & Bahaj, 2020; Stegmaier et al., 2009). 

 Project documentation: The documentation for the 
project should be comprehensive. Additionally, there 
must be tutorials available to assist with using these 
technologies (Alaoui & Bahaj, 2020; Stegmaier et al., 
2009). 

 Robust Support: This support can be provided 
through active forums, newsgroups, or other 
channels where users can seek help, share knowledge, 
and discuss issues related to the system (Alaoui & 
Bahaj, 2020; Stegmaier et al., 2009). 

Evaluation 

Table 4 lists in detail the response of each triple store to all criteria. 
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Criterions/ 
Triplestores 

MarkLogic GraphDB Stardog 
AllegroGra
ph 

Data storage 

Storage 
Capacity 

Hundreds of 
billions of 
RDF triples 
(“Semantics 
Datasheet,” 
n.d.)  

10 billion 
statements 
(LargeTriple
Stores, 2021) 

50 billion 
triples 
(LargeTriple
Stores, 2021) 

First 
NoSQL 
database to 
load more 
than one 
trillion RDF 
triples 
(Franz’s 
AllegroGrap
h® Sets 
New Record 
– 1 Trillion 
RDF 
Triples, 
2011) 

Integration 
of Other 
Data 
Sources 

This 
capability is 
implemented 
through 
functions 
like 
sem:graph-
insert, which 
allows users 
to insert new 
RDF triples 
into a named 
graph. If the 
graph 
doesn’t exist, 
the function 
can create 
the graph 
automatically 
(MarkLogic 
Server 11.0 
Product 
Documentat
ion, 2020) 

 

In the 
SPARQL 
editor, 
triples can 
also be 
added to a 
graph using 
an INSERT 
query 
(Loading 
Data Using 
the 
Workbench, 
n.d.) 

Yes 

(Stardog 
Latest 
Documentat
ion, n.d.) 

Yes 

(Adding 
Properties to 
Triples in 
AllegroGrap
h, 2019) 

Data 
processing 

Support for 
SPARQL 

Full support 
for 
SPARQL 1.1 
(Semantics 
Datasheet, 
n.d.) and 
also support 
Full-text 
search 

Full support 
for 
SPARQL 1.1 
(SPARQL 
Compliance, 
n.d.) and 
Full-text 
search 
(GraphDB 

SPARQL 1.1 
(Stardog 
Latest 
Documentat
ion, n.d.) 
and Full-text 
search 

The 
SPARQL 1.1 
standard is 
followed by 
AllegroGrap
h's SPARQL 
query engine 
(AllegroGra
ph 8.3.0 

Table 4. Common triple stores 

comparison 
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(MarkLogic 
Server 11.0 
Product 
Documentat
ion, 2020) 

Documentat
ion, 2024) 

(LargeTriple
Stores, 2021) 

Introduction
, n.d.) 

Data loading 
time 

A 
command-
line utility 
called 
MarkLogic 
Content 
Pump (mlcp) 
is used to 
import and 
export data 
across 
MarkLogic 
Server 
databases 
(MarkLogic 
Server 11.0 
Product 
Documentat
ion, 2020). 
With its 
default 
settings, 
MarkLogic 
Content 
Pump 
should 
function well 
in the 
majority of 
situations 
(Performanc
e 
Consideratio
ns for 
Loading 
Documents, 
n.d.) 

Fast 
(Loading 
Data, n.d.). 
It manages 
large loads, 
queries, and 
inference in 
real-time 
(LargeTriple
Stores, 2021) 

Fast, billions 
of triples can 
be loaded by 
Stardog at a 
rate of one 
million 
triples per 
second 
(Evren Sirin, 
2023) 

Fast 
(LargeTriple
Stores, 
2021), a 
command-
line tool 
called 
AllegroGrap
h Loader 
(agload) 
makes it 
simple and 
rapid to 
import data 
into a triple 
store. It 
loads the 
data in 
parallel using 
as many 
CPU cores 
as 
possible(Alle
groGraph 
Loader, 
2017) 

Data Storage 
and Retrieval 
Time 

It is an 
Enterprise 
NoSQL 
database 
(“An 
Introduction 
to 
MarkLogic 
Server and 
XQuery,” 
n.d.). 

Native 
triplestore 
(GraphDB, 
n.d.)  

 

It manages 
large loads, 
queries, and 
inferencing 

Fast (Evren 
Sirin, 2023)  

 

Native 
triplestore 
(Alaoui & 
Bahaj, 2021) 

 

Fast 
(AllegroGra
ph 64-Bit 
RDFStore 
Processing 
Billions of 
RDF Triples 
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Therefore, it 
is a non-
native 
triplestore 
(Alaoui & 
Bahaj, 2021) 

in real-time 
(LargeTriple
Stores, 2021) 

Efficiently, 
n.d.) 

 

Native 
triplestore 
(Alaoui & 
Bahaj, 2021) 

 

 

Reasoning 

Rulesets and
 ontologies a
re used for a
utomatic inf
erence 
(MarkLogic 
Server 11.0 
Product 
Documentat
ion, 2020): 

(1) 
MarkLogic 
semantics 
incorporate 
a few pre-
established, 
standards-
based 
rulesets 
(RDFS, 
RDFS-Plus, 
and OWL 
Horst) for 
inference. 

(2) Users can 
also make 
their own 
rulesets. 

(3) Users can 
also ignore 
or disable 
some default 
rulesets. 

GraphDB 
supports 
several 
OWL-like 
dialects: 
OWL-Horst 
(owl-horst), 
full RDFS, 
OWL2 QL 
(owl2-ql), 
and OWL2 
RL (owl2-rl) 
(OWL 
Compliance, 
2024). 

Stardog 
system does 
support 
RDFS, 
OWL 2 QL, 
OWL 2 RL, 
and OWL 2 
EL 
reasoning 
profiles 
(Stardog 
Latest 
Documentat
ion, n.d.) 

All RDFS 
predicates 
and some 
OWL 
predicates 
are 
supported 
by 
AllegroGrap
h's RDFS++ 
reasoning. 
OWL 2 RL 
is also 
supported 
(AllegroGra
ph 8.3.0 
Materialized 
Reasoner, 
2024) . 
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(4) Users can 
set default 
rulesets for 
queries 
against 
specific 
databases. 

 

Performance 

Query 
Optimizatio
n 

To make 
inquiries 
more 
quickly, 
numerous 
tools and 
methods are 
available, 
like Built-in 
Search APIs 
(MarkLogic 
Server 11.0 
Product 
Documentat
ion, 2020) 

By default, 
GraphDB 
employs 
several query 
optimization 
strategies 
(“Data 
Loading and 
Query 
Optimizatio
ns,” n.d.) 

Stardog’s 
query 
engine, 
literal index 
(Database 
Administrati
on, n.d.) 

Triple 
indices 

(AllegroGra
ph 8.3.0 
Triple 
Indices, 
2024) 

Support for 
Common 
Programmin
g Languages 

JavaScript，

Java，C#， 

and REST 
interfaces 
(MarkLogic 
Server 11.0 
Product 
Documentat
ion, 2020) 

Java, 
Python, C#, 
REST 
API (“FAQ,
” n.d.) 

 

 

Java, 
Python, 
Javascript, 
.NET, etc 
(Stardog 
Latest 
Documentat
ion, n.d.) 

Java, 
Python, 
HTTP, 
Javascript, 
Lisp 
(AllegroGra
ph 8.3.0 
Introduction
, n.d.) 

Support for 
BI 

It is allowed 
to connect 
BI tools 
such as 
Tableau to 
MarkLogic 
(MarkLogic 
Server 11.0 
Product 
Documentat
ion, 2020). 

Support 
Tableau and 
Microsoft 
Power BI 
(SQL Access 
over JDBC, 
n.d.) 

Tableau, 
Power BI, 
cumul.io, 
Apache 
Superset, 
IBM 
Cognos, etc 
(Stardog 
Latest 
Documentat
ion, n.d.) 

Grafana, 
Apache 
Superset, 
Microsoft 
PowerBI 
(Business 
Intelligence 
Dashboards 
and 
AllegroGrap
h 8.3.0, 
2024) 

Robustness 
Features 
such as 
(MarkLogic 
Server 11.0 

 

With its 
recovery 

Daily 
instance-
level 
snapshot 

AllegroGrap
h is solid in 
all respects. 
Transactions 
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Product 
Documentat
ion, 2020): 
(1) fast 
automatic 
restart, 

(2) 
automatic, 
concurrent 
forest 
recovery, 

(3) online 
backup 
procedures,  

(4) disaster 
recovery 
(MarkLogic 
Support 
FAQ, n.d.). 

REST API, 
GraphDB 
facilitates the 
backup and 
restoration 
of a cluster 
as well as a 
single 
GraphDB 
instance 
(GraphDB 
Documentat
ion, 2024). 

backups are 
performed 
and 
automatically 
preserved 
for 30 days. 
Additionally, 
customized 
backup plans 
and 
retention 
periods are 
permitted 
(Stardog 
Latest 
Documentat
ion, n.d.). 

provide 
security 
when adding 
triples and 
importing 
data, and 
completely 
journalized 
modification 
ensures data 
consistency 
and integrity 
in case of an 
error. 
Changes can 
be 
continuously 
broadcast to 
backup files 
or even 
other 
databases via 
the network 
to provide 
redundancy 
(AllegroGra
ph 64-Bit 
RDFStore 
Processing 
Billions of 
RDF Triples 
Efficiently, 
n.d.). 

Distributed 
Triplestores 

Data 
Partitioning 

Yes  

MarkLogic 
Server tiered 
storage is 
used to 
manage and 
partition 
data. Each 
partition is 
made up of a 
group of 
database 
trees that 
share the 
same name 
prefix and 
partition 
range 
(MarkLogic 
Server 11.0 

Yes 

(GraphDB 
Documentat
ion, 2024) 

Yes 

(Stardog 
Latest 
Documentat
ion, n.d.). 

Yes 

(LargeTriple
Stores, 2021) 
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Product 
Documentat
ion, 2020). 

Scalability 

Yes 

Users scale 
the number 
of data 
nodes in the 
MarkLogic 
Server 
cluster to 
hundreds of 
nodes or 
more to 
manage very 
big content 
sets 
(MarkLogic 
Server 11.0 
Product 
Documentat
ion, 2020). 

MarLogic 
also 
supports 
vertical 
scaling 
(bigger 
nodes) 
(MarkLogic 
Support 
FAQ, n.d.). 

Yes 

GraphDB 
can scale 
vertically on 
query and 
update 
performance 
and 
horizontally 
on 
concurrent 
queries 
(GraphDB 
Users Ask: 
Can I Scale 
GraphDB?, 
2024). 

Yes 

(Stardog 
Latest 
Documentat
ion, n.d.) 

Yes 

(AllegroGra
ph 8.3.0 
Dynamic 
Distributed 
Repository 
Using 
Shards and 
Federation 
Tutorial, 
n.d.) 

Ease Of Use Costs 

Free for 
Non-
Commercial 
Use Only: 

(1) Full-
featured 
version for 
development 
use 

(2) Up to 
1TB of data 

Compared 
to GraphDB 
Enterprise, 
GraphDB 
Free has 
fewer 
functions, 
such as 
extending th
e use of con
current quer
y processing 
and 
automatic 
failover 
(Ontotext 

The free 
version has 
limited 
functions 
such as 
backup/rete
ntion, BI, 
etc. Also, the 
free version 
offers 
different 
service levels 
for the same 
function 
compared 
with the 
enterprise 
version 

3 versions 
with 
different 
services, 
such as the 
storage 
capability. 

 

3 versions 
consist of 
the free 
version, the 
developer 
version, and 
the 
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Based on the comparison, four triple stores meet the criteria chosen 

above. But there are still some differences: 

 MarkLogic is a non-native triple store, but the other three are 
native triple stores. Native triple stores are made specifically 
to handle RDF data (Alaoui & Bahaj, 2020). 

 They have different reasoning abilities. OWL2 RL and OWL 
2 EL are the keys for choice. 

 An OWL inference query engine supports a greater 
number of OWL inferences, but an RDFS inference 
query engine only supports a limited number of 
inferences specified in the RDFS standard (“5 RDF 
and Inferencing”, n.d.). 

Subscription 
pricing for 
Enterprise 

(Change the 
Way You 
Work with 
Data, n.d.) 

 

GraphDB, 
n.d.) 

(“STARDO
G,” n.d.) 

enterprise 
version. 

(AllegroGra
ph, n.d.) 

 

Project 
documentati
on 

Yes (Change 
the Way You 
Work with 
Data, n.d.) 

Yes 
(GraphDB 
Documentat
ion, 2024) 

Yes 

(“Stardog 
Latest 
Documentat
ion,” n.d.) 

Yes 

(AllegroGra
ph 8.3.0 
Introduction
, n.d.) 

Robust 
Support 

Yes  

Several 
channels, 
such as 
community, 
training, and 
webinars, are 
available to 
support 
(Change the 
Way You 
Work with 
Data, n.d.).  

Yes 

Dedicated 
community 
and 
commercial 
support 
(What Is 
GraphDB?, 
n.d.) 

 

Yes 

Community, 
webinars, 
training, etc 
(“STARDO
G,” n.d.) 

Yes 

Blog, 
training, 
conference, 
seminars 
(AllegroGra
ph, n.d.) 
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 The OWL 2 QL profile allows for smooth ontology-
based searching through SQL without changing the 
underlying data. Therefore, it is especially appropriate 
for applications that need effective query responses 
over huge datasets housed in relational databases 
(“OWL 2 Web Ontology Language Profiles [Second 
Edition]”, 2012).  

 OWL 2 RL works well for applications that require 
scalable reasoning without compromising a great deal 
of expressive power (“OWL 2 Web Ontology 
Language Profiles [Second Edition]”, 2012). OWL2 
RL is the one that supports greater expressivity (Clark, 
2010).  

 Based on the definition of W3C, OWL 2 EL is 
suitable when the applications use ontologies that 
define a vast number of classes and/or properties 
(“OWL 2 Web Ontology Language Profiles [Second 
Edition]”, 2012). 

Table 5 shows the inference ability of these four triple store. In this 

comparison, Stardog satisfies all requirements. GraphDB and 

AllegroGraph can also be taken into consideration. 

Table 5. Common triple stores inference scope comparison 

Triple stores/Inference 

scope 
RDFS 

OWL2 

QL 

OWL2 

RL 
OWL 2 EL 

MarkLogic Yes / / / 

GraphDB Yes Yes Yes / 

Stardog Yes Yes Yes Yes 

AllegroGraph Yes / Yes / 

MarkLogic underperforms in the comparison of inference scope. To 

test the import of the data in triple store, AllegroGraph was selected, 

since it appeared as adequate for the task at hand. 
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Validation 

During the validation process, H2 was used as the relational database 

to simulate a legacy system, with sample data populated for testing. 

Ontopic Studio was utilised to define mapping rules. Ontop CLI was 

integrated into a custom script to automate the RDF conversion 

process. Additionally, the script ensured that RDF data was 

automatically uploaded to the AllegroGraph database. 

To achieve a fully automated pipeline, the script included scheduling 

functionality, enabling tasks to be triggered at predefined intervals. A 

critical component of this solution was the implementation of 

incremental data tracking, which ensured that previously converted 

data was not processed again. 

To summarise, this Python script allows the system to detect 

incremental changes in the source data every minute, automatically 

converting only the new data into RDF format, and seamlessly 

uploading it to the AllegroGraph database without any human 

intervention in the whole process. 

Building on this solution, a technical framework presentation was 

given to the VODAN technical leader and to the relevant personnel 

from Kenya’s Mutuini Hospital. During the presentation, the 

proposed approach was explained and the actual execution of the 

code was demonstrated. The presentation received positive feedback, 

acknowledging that the solution effectively achieved De Novo 

FAIRification for legacy systems. 

The Python code and the guide file have been uploaded to GitHub. 

This is the GitHub link: https://github.com/lin01105/De-novo-

FAIRification-Autoflow 

At the same time, I also recorded every step of my verification and 

provided screenshots for explanation. The validation script also has 

been uploaded to the same GitHub as mentioned above. 

FAIR assessment 

Evaluating the FAIR level of data is necessary for the practical 

application of the FAIR principles. As a result of this evaluation 

requirement, several maturity indicators and assessment frameworks 

were created. A so-called ‘FAIR assessment’, which can be carried out 

https://github.com/lin01105/De-novo-FAIRification-Autoflow
https://github.com/lin01105/De-novo-FAIRification-Autoflow
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manually or automatically, can be used to determine how well a 

research dataset conforms to FAIR principles (Kontsioti, 2023). 

 

Figure 6. FAIR assessment tools comparison  

Source: Kontsioti, 2023 

Many tools are available to consider for a FAIR assessment. Figure 6 

shows the comparison of several assessment tools. Manual tools such 

as the ARDC FAIR Data Assessment Self-Assessment Tool are 

mainly available in the form of online questionnaires. These tools can 

be used in the initial stages or be used to find improvements. 

Automated tools are emerging such as F-UJI and FAIR Evaluation 

Services. They are the most promising scalability options since they 

can automate the completed work in an acceptable amount of time 

and with minimal human effort (Kontsioti, 2023). The comparison of 

various FAIR assessment tools revealed that F-UJI demonstrated the 

best performance, making it the tool of choice for evaluating the data 

generated through my automated pipeline. 

 

Figure 7. FAIR assessment result 

Utilising F-UJI to assess the RDF data converted by the code, the 

evaluation results confirmed that the final dataset adhered to the 

FAIR principles, as shown in Figure 7. Some tasks were not fulfilled, 

such as the installation of a FAIR Data Point and licenses for data 

access, but these were outside the scope of this study. 
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Discussion 

Benefits 

Reduced risk of data aggregation 

In the current centralised system, data from multiple hospitals is 

aggregated into KHIS2 for national analysis, which poses significant 

privacy and security risks: 

 Privacy Breach Risks: Combining data from many sources 
increases the possibility of privacy violations because the 
merged datasets may show private information or sensitive 
trends that are not visible in the separate datasets (Rossevelt, 
2023). 

 Compliance with Regulations: Many data protection 
frameworks, including the Kenya Data Protection Act, 
emphasise minimising data sharing and aggregation to protect 
individual privacy (Rossevelt, 2023). 

The FAIRification process introduces a federated approach, enabling 

KHIS2 to access data directly from decentralised hospital databases 

without requiring aggregation. Technologies like federated analysis 

and federated query allow insights to be derived without physically 

transferring data, thus significantly reducing privacy and security 

concerns and minimising the general transfer of data without clearly 

defined purposes. 

Transition from centralised to distributed architecture 

Currently, the system relies on a centralised architecture, where 

hospitals using Afya.ke share a cloud database, and KHIS2 aggregates 

data from both Afya.ke and independent hospitals for nationwide 

data analysis and visualisation. This centralised approach has 

drawbacks such as scalability challenges. As the number of health 

facilities using Afya.ke grows, the centralised database may face 

performance bottlenecks, slowing down query processing. 

Additionally, the manual aggregation of data from independent 

hospitals to KHIS2 introduces an extra workload, increasing the risk 

of errors in the data aggregation process (Zettler, n.d.). 

By implementing the FAIR principles, hospitals can maintain 

independent databases, and KHIS2 can directly access the data from 
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these databases using federated technologies without the need for 

data aggregation. This transition to a distributed architecture brings 

the following practical benefits: 

 Improved scalability: A federated architecture allows each 
hospital to independently manage the load of its own 
database. For example, if a health facility experiences an 
increase in patient numbers, it can independently scale its 
database without affecting other hospitals or the centralised 
system (Zettler, n.d.). For KHIS2, federated access reduces 
the pressure on a single centralised database, spreading the 
query processing load. 

● Better performance and data autonomy: Health facilities not 
using Afya.ke still retain full control over their data while 
participating in national reporting and analysis. This 
eliminates the cumbersome task of manual data uploads and 
reduces privacy concerns.  

Incorporating ontologies to enhance data inference capabilities 

Before the optimisation, the system relied on traditional relational 

databases, which typically store data in predefined schemas without 

inherent capability for reasoning or understanding complex 

relationships. However, after the De Novo FAIRification process, 

the introduction of ontologies allows for the semantic enrichment of 

data. 

By adopting ontologies, the system can facilitate data inference, which 

means the system can not only store data but also derive new insights 

based on the relationships and rules defined within the ontology. 

Easier scalability and implementation 

One of the significant benefits of the proposed solution is its ease of 

scalability and implementation. Under the current situation, each 

healthcare facility uses its own existing EMR system, which may vary 

in terms of technology and architecture. However, the introduction 

of the De Novo FAIRification framework ensures that these facilities 

can continue to use their current EMR systems without disruption. 

The FAIRification upgrade primarily takes place at the backend, 

ensuring minimal disruption to existing systems. This non-intrusive 

approach facilitates a seamless transition for healthcare facilities, 
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regardless of their size or technological readiness. Additionally, the 

architecture is adaptable across various healthcare settings, from large 

hospitals to small clinics, enabling implementation with minimal 

interference in routine operations. 

In short, this approach ensures that the adoption of FAIRification is 

a smooth and scalable process, making it easier for healthcare facilities 

to upgrade without burdening medical staff or requiring complex 

system replacements. 

Limitations and future work 

Investigation of the R2RML materialisation engine 

The R2RML materialisation engine still needs to be followed up on 

and further researched in the future. Because the currently selected 

Ontop still has room for improvement. For instance, Ontop supports 

lightweight ontologies expressed in RDF or in the slightly more 

expressive OWL 2 QL (Guide, 2024) which will influence the depth 

of expression in the final generated RDF model.  

Investigation on other mapping languages 

This study is based on Afya.ke. Since Afya.ke uses a relational 

database, R2RML was chosen as the mapping language. However, if 

the database used is not a relational database, then other mapping 

languages need to be considered, such as RDF Mapping Language 

(RML) which is a popular R2RML extension for data types other than 

relational databases (Arenas Guerrero et al., 2021). 

Conclusion 

The study developed an automated framework that facilitates the 

FAIRification of relational data, ensuring adherence to the FAIR 

principles and addressing key challenges related to data 

interoperability, accessibility, and reusability. A case-study approach 

was used in which it was investigated how the Afya.ke EMR could be 

upgraded to be compliant with FAIR Guidelines. The research was 

implemented in Mutuini Hospital in Nairobi, Kenya, a Facility 4, 

focused on providing maternal health services. 

This research has demonstrated the feasibility and effectiveness of the 

proposed solution, which integrates Ontop CLI, Ontopic Studio, and 
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AllegroGraph to automate RDF conversion and data upload 

processes. A real-time incremental data processing mechanism was 

implemented to track changes in source data, minimising redundant 

processing and optimising system performance. The solution 

incorporated a scheduling mechanism to track incremental changes 

in the source data and avoid redundant processing. This ensures that 

only new or updated data is converted and uploaded to AllegroGraph 

in real time, optimising system performance and minimising 

computational overhead. 

Stakeholders provided positive feedback on the practicality and 

efficiency of the proposed solution, confirming its effectiveness in 

achieving De Novo FAIRification of legacy systems.  

An assessment using the F-UJI tool confirmed full compliance with 

FAIR principles, demonstrating that existing tools and technologies 

can successfully transform relational data into machine-readable, 

interoperable, and reusable formats, ultimately advancing the broader 

implementation of FAIR data principles. 

This study demonstrates that De Novo FAIRification can be 

effectively applied to legacy systems using existing tools and 

technologies, ensuring that relational data is transformed into 

machine-readable, interoperable, and reusable formats, ultimately 

assisting in the wider implementation of FAIR data principles. This 

strengthens the conclusion that integration of patient record systems 

and FAIR qualities is feasible and can be easily adopted, since 

operations occur at the back-end. This will allow the development of 

a much richer computer-based support system for health workers, as 

well as the reuse of data for surveillance, PharmacoVigilance and 

Clinical Trials. This may herald an important step forward for 

strengthening health systems based on FAIRified digital data in Low- 

and Middle-Income Countries. 
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